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SYNOPSIS:

This rep ort deals with the dev elopmen t of

an op erating system for the LEGO Mind-

storms R CX, en titled Y AMOS. The op er-

ating system is written in C with inline as-

sem bly . It has a monolithic k ernel, whic h

basically includes a task manager, t w o

t yp es of memory managers, semaphores,

and device driv ers. Morev er in terpro-

cess comm unication ha v e b een designed for

Y AMOS.

The rep ort is divided in to four parts, anal-

ysis, design, implemen tation and test. The

analysis describ es the hardw are arc hitec-

ture and giv es basic kno wledge of the fun-

damen tals in an op erating system. In or-

der to mak e a w ell de�ned API, w e ha v e

analyzed the API of t w o other op erating

systems, ChaOS and Bric kOS.

The design part do cumen ts the design

of the di�eren t comp onen ts needed for

Y AMOS- a general-purp ose op erating sys-

tem with real-time capabilities.

The �nal parts of our rep ort includes an

implemen tation c hapter describing general

implemen tation issues and a test c hapter

describing tests p erformed on Y AMOS.
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1Introduction
In this c hapter w e will in tro duce the motiv ation b ehind this pro ject and

lo ok in to the basic building blo c ks that outline the mak e-up of an op erating

system. W e will fo cus on the most essen tial requiremen ts of an op erating

system. In the end of this c hapter w e will mak e a system de�nition sp ecifying

our requiremen ts.

1.1 Motiv ation

Almost all mo dern p ersonal computers and industrial serv ers to da y has an

op erating system of some kind. The op erating system giv es the users the

abilit y to in teract with the computer with little kno wledge of the underlying

hardw are.

Ev ery mem b er in the group has at some p oin t w ondered wh y the op er-

ating system they use act and w ork lik e it do es, whic h leads to the main

motiv ation b ehind this pro ject.

The motiv ation b ehind this pro ject is to learn ho w to design and imple-

men t the di�eren t building blo c ks that forms a basic op erating system. This

will giv e us a b etter understanding of wh y op erating systems to da y act lik e

they do and what is required to dev elop an op erating system.

1.2 What is an Op erating System

An op erating system is the most imp ortan t piece of soft w are, that runs on

a computer. It is the system soft w are, whic h p erforms the op erations that

con trols and manages the computer's hardw are on whic h it is executed. Also

the op erating system is resp onsible for managing the users' pro cesses. In

order to manage the users' pro cesses and mak e it easier to access external

hardw are, the op erating system has some common core services that pro vide

functionalit y , whic h could b e e.g. disk access and memory managemen t.

1



1.2 What is an Op erating System

A single CPU can only p erform one task at a time, therefore another

imp ortan t feature of the op erating system is to pro vide m ultitasking. T o re-

alize m ultitasking, the op erating system has a task manager, whic h rapidly

switc hes b et w een the running pro cesses to giv e the impression that they

are running at the same time. F or a more detailed explanation, see Sec-

tion 2.4.1. [Enc05 ]

1.2.1 T yp es of Op erating Systems

Not all computerized electronics are exactly alik e and built for the same

purp ose. So naturally the op erating systems for these mac hines are di�eren t.

Dep ending on the purp ose, a n um b er of di�eren t op erating system t yp es

exists, eac h ha ving their sp ecial purp ose. In the follo wing w e will presen t

an o v erview of three of the most common op erating systems. The three

cases men tioned here are the general-purp ose computer, mainframe, and

em b edded -system. Of course other t yp es exist lik e sup er computers and

distributed systems, but these will not b e describ ed in this rep ort.

One of the most common and widely kno wn categories of op erating sys-

tems are those, that run on general-purp ose computers lik e p ersonal comput-

ers, w eb serv ers and so on. These op erating systems are built to supp ort a

wide range of features, lik e dynamic memory managemen t and m ultitasking,

and has features that supp ort a wide range of soft w are lik e o�ce applications,

m ultimedia soft w are, games and serv er soft w are. These op erating systems

supp ort a wide range of di�eren t hardw are con�gurations. The most promi-

nen t op erating systems in this category are the Windo ws family of op erating

systems and the UNIX-lik e family . The Windo ws family consists of, amongst

others, Windo ws 9x systems, and Windo ws NT op erating systems. The Win-

do ws family is the most p opular op erating system for desktop applications

and engulfs around 90% of the w orld wide desktop mark et share [hom05b ].

The Windo ws family are also widely used for the lo w end and mid range

serv ers. The UNIX-lik e family is a more div erse group of op erating system

divided in to sev eral sub-categories including AIX, Solaris, BSD and Lin ux.

The name UNIX is commonly used to refer to the large set of op erating

systems, whic h all resem ble the original UNIX systems. UNIX systems are

used as serv er systems in businesses, as w ell as w orkstations in academic

and engineering en vironmen ts, but they ha v e also recen tly gained increasing

p opularit y in the desktop mark et [hom05b ]. Most UNIX op erating systems

to da y follo w the POSIX standard to giv e programmers a common in terface

to talk with the op erating system.

Mainframe System

Mainframes are t ypically view ed as large and exp ensiv e computers used

mainly b y go v ernmen t institutions and large companies for critical appli-
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Chapter 1: In tro duction

cations. This t ypically includes bulk data pro cessing suc h as industry/con-

sumer statistics, and bank transaction pro cessing. Mainframes ha v e b een

made to supp ort m ultiple users and pro cesses running on the same mac hine,

preferably in a w a y suc h that the di�eren t users of the system do not notice

what the other users are doing. Other imp ortan t asp ects of the mainframes

are reliabilit y and securit y , a compromised mainframe that handles bank

transactions is an disaster that should b e prev en ted. On the �y repairs of

the hardw are during normal execution is also a feature supp orted b y some

mainframes. Some mainframes supp ort m ultiple op erating systems running

at the same time, these are build b y companies lik e IBM and Hitac hi. T o

supp ort the m ultiple op erating systems, the mainframe m ust act lik e a Vir-

tual Mac hine, whic h giv es a great deal of o v erhead if supp orted only b y

soft w are. Because of this, man y of the complex features that big mainframes

supp ort are realized b y hardw are. It greatly reduces o v erhead, but the un-

derlying op erating system m ust still b e able to accommo date all of these

features. [V au05 ]

Em b edded System

An em b edded system is a sp ecial purp ose computer system, whic h is com-

pletely encapsulated b y the device it con trols. Unlik e a general-purp ose

system, an em b edded system has sp eci�c requiremen ts and p erforms prede-

�ned tasks. Examples of em b edded systems are the system resp onsible for

the op eration of a digital camera or the guidance system of a space ro c k et.

A car assem bly rob ot w ould also b e managed b y an em b edded system. Pro-

grams on an em b edded system m ust often run with real-time constrain ts.

F or example y ou cannot ha v e a collision a v oidance system on a passenger jet

w aiting for another task to �nish b efore w arning the pilots. Because man y

em b edded systems are used in critical situations, lik e guidance systems on

passenger jets, they are exp ected to main tain 100% reliable, while running

con tin uously for long p erio ds of time. Because of this, the soft w are or the

�rm w are is often dev elop ed and tested with m uc h stricter requiremen ts than

general-purp ose soft w are.

Despite all the testing, errors do o ccur, and when this happ ens the em-

b edded �rm w are m ust b e able to self-restart. Em b edded systems often ha v e

no op erating system, but when they do it is a sp ecialized em b edded op erating

system often a real-time op erating system.

Real-time System

A real-time op erating system is a system that has b een dev elop ed sp eci�cally

for real-time applications, lik e the collision detection system or the electronic

ABS brak es in a car. The op erating system can supp ort m ultitasking, but it

is v ery imp ortan t for a real-time op erating system to main tain the real-time
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1.3 Platform

constrain ts of the di�eren t tasks. The o v erhead of the system m ust therefore

b e as small as p ossible so the throughput of the system is disturb ed as little

as p ossible. Because of this, there is little ro om for complex sc heduling

algorithms and high clo c k in terrupt rates. [V au05 , Enc05 ]

1.3 Platform

Since most mo dern PCs con tain v ery complex hardw are, it w ould b e imp os-

sible for us to create an op erating system for suc h an arc hitecture in the time

w e ha v e for this pro ject.

W e therefore started lo oking for other, more simple arc hitectures, and

found the LEGO Mindstorms Rob otics in v en tion, whic h con tains a simpler

micro con troller that suited our skills and time constrain ts b etter.

1.3.1 LEGO Mindstorms

LEGO Mindstorms is a pro duct of LEGO, where the traditional bric ks ha v e

b een equipp ed with v arious actuators, suc h as motors and sensors. The

actuators can b e con trolled b y a cen tral bric k, en titled the R CX (Rob otic

Command eXplorer), whic h con tains a micro computer. When LEGO de-

v elop ed the RIS (Rob otic In v en tion System), whic h is the core of LEGO

Mindstorms, they aimed it at p eople with little or no kno wledge of pro-

gramming, as they did not in tend programmers to b e the target audience.

Ho w ev er, man y of the p eople, who ha v e tak en in terest in the RIS, are pro-

grammers or p eople with other tec hnical kno wledge. The original RIS had

a few limitations seen from the more exp erienced users' p oin t of view, e.g.

it w as not p ossible to run m ultiple tasks and the dev elopmen t en vironmen t

for dev eloping programs for the R CX w as limited to the Windo ws platform.

This has resulted in a lot of rev erse engineering of the R CX bric k and man y

new op erating systems ha v e b een written for the R CX bric k. Due to all the

rev erse engineering b y the Mindstorms comm unit y , it has b ecome an easier

task for us to dev elop an op erating system for the R CX bric k. All necessary

information ab out the R CX bric k can easily b e found and a few em ulators

ha v e ev en b een written, whic h can assist in the debugging pro cess. [hom05a ]

1.4 Goals

Our primary goal is to design and implemen t an op erating system for the

LEGO R CX unit with real-time capabilities. The OS will b e able to run

m ultiple pro cesses concurren tly and pro vide a p o w erful, y et understandable

API for the user to in teract with the hardw are and the functionalit y of

the OS. W e will aim at creating a stable op erating system giving the user
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Chapter 1: In tro duction

Figure 1.1: Picture of the R CX bric k and its actuators

the abilit y to lo ok past the problems of p erforming concurren t execution of

programs.

1.5 System De�nition

Because the R CX is an em b edded system, it mak es the most sense if w e follo w

the principles b ehind common em b edded op eration systems. The main fo cus

will b e on system stabilit y , fast device driv ers, task managemen t, memory

allo cation, and real-time capabilities.

Our goal is to create an op erating system that can run m ultiple concur-

ren t or real-time pro cesses on the LEGO Mindstorms R CX unit. It m ust

also b e able to con trol some of the I/O devices supplied with LEGO Mind-

storms Rob otics in v en tion. The OS will pro vide the user with an Application

Programming In terface (API) that enables him/her to create user programs

that can in teract with the R CX I/O devices and hardw are.

Although the R CX is primarily mean t to b e a to y dev elop ed for a y ounger

fo cus group, our e�orts will striv e on making a functional w orking k ernel and

not on making user-friendly in teraction with the system. Users of Y AMOS

will need to ha v e basic kno wledge of C programming, and basic user skills

of LEGO Mindstorms.

Bric kEm u will function as our R CX em ulation soft w are, whic h will b e

used in dev elopmen t of our OS. The GCC H8/300 cross-compiler is utilized

to compile the C co de in to H8/300 assem bly instructions. Firmdl is used for

uploading soft w are to the R CX. As a c hec klist for our system de�nition w e

will no w create a F A TCOP criteria.
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1.5.1 F A TCOP

� F unctionalit y: An op erating system supp orting static loading of user

programs written to adhere with the supplied API and supp orting real-

time execution of applications.

� Application Domain: A LEGO Mindstorms R CX supp orting motor

and Liquid Crystal Displa y con trol

� T ec hnology: Dev elop ed for a Hitac hi H8/300 8-bit 16 MHz CPU with

512 B on-c hip RAM and 32 kB Flash RAM.

� Conditions: Users m ust ha v e previous exp erience in C programming,

since our API is based on existing C terminology

� Ob ject System: Users m ust b e able to execute applications concur-

ren tly and in real-time

� Philosoph y: A minimal reliable op erating system supp orting needed

functionalit y , enabling users to write functional soft w are for the R CX
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In order to design and implemen t Y AMOS , w e need to study the R CX and

analyze ho w to design an op erating system. W e will ac hiev e kno wledge b y

studying the most common tec hniques used in the area. Ho w ev er, the �rst

thing w e m ust do b efore lo oking in to di�eren t w a ys to design the op erating

system, is to lo ok at the arc hitecture on whic h w e will build the Y AMOS.

T o ease and sp eed up the dev elopmen t, w e use a R CX em ulator called

Bric kEm u. The em ulator supplies us with all the functionalit y of the R CX

and w orks together with the GNU Debugger (GDB) and Data Displa y De-

bugger (DDD). W e will use a GCC cross-compiler to compile our C co de

and assem bly co de in to Hitac hi H8/3297 mac hine co de and a link er script to

place the data in the righ t place and order.

The hardw are man ual and programming man ual for the Hitac hi H8/3297-

series micro con troller, made b y Hitac hi, will supply us with the v aluable

information ab out the arc hitecture. W e will use information gathered b y de-

v elop ers of earlier R CX op erating systems, information from di�eren t text-

b o oks, and w ebsites ab out general op erating system dev elopmen t.

This section co v ers information ab out the in ternals of the R CX unit.

Before w e b egin dev eloping an op erating system for the R CX, it is imp ortan t

to ha v e basic kno wledge ab out the arc hitecture of the unit. If the arc hitecture

is unkno wn, it is imp ossible to design and dev elop soft w are that will utilize

all the capabilities of the unit.

2.1 Hardw are Arc hitecture

The R CX consists of a programmable Hitac hi H8/3292 micro con troller,

whic h is part of Hitac hi H8/3297-series. The R CX unit is capable of op er-

ating three motors, three sensors and infrared serial comm unication at the

same time. The follo wing sections will describ e the hardw are arc hitecture of

the R CX in details and ho w eac h bit will in terfere with the op eration of the

7
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CPU. [Pro99 ]

The CPU in the R CX unit is a Hitac hi H8/300. This CPU is 8-bit

and runs at 16 MHz. The instruction set consists of register-to-register

arithmetic. The subtraction and addition are 16-bit, while the m ultiplication

is 8-bit. Division is rather limited and can only b e done with 16-bit dividend

and 8-bit divisor, resulting in an 8-bit remainder and an 8-bit quotien t.

Ho w ev er the R OM supplies a 16-bit division routine. In addition to the

arithmetics, a long list of other instructions lik e logic op erations consisting of

X OR, OR, AND, NOT, shift op erations, bit-manipulation, call, and return

from subroutine. Conclusiv ely , the H8/300 CPU is a pro cessor with an

arc hitecture featuring p o w erful bit manipulation instructions, ideally suited

for real-time con trol applications, according to Hitac hi. The CPU has a total

of 57 t yp es of instructions whic h can b e seen in T able 2.1. [Cap04 ]

The main features of the c hip are listed b elo w [Cor03 ].

� T w o-w a y register con�guration

� Sixteen 8-bit general registers or

� Eigh t 16-bit general registers.

� Instruction set with 57 basic op erations

� Multiplication and divide instructions

� Bit-manipulation instructions

� Eigh t addressing mo des

� Register direct (Rn): Used when the register con tains the op erand.

Rn stands for one of the general-purp ose registers from R0-R7.

� Register indirect (@Rn): Used when the register con tains the ad-

dress of the op erand.

� Register indirect with displacemen t (@d:16,Rn): Used in MO V

instructions. Similar to register indirect, but the extra b ytes is

added to the con ten ts of the sp eci�ed general register to obtain

the op erand address.

� Register indirect with p ost-incremen t or pre-decremen t (@Rn+ or

@-Rn): @Rn+ is used with MO V instructions that load registers

from memory . @-Rn is used with MO V instructions that store

register con ten ts to memory . It is similar to register indirect but

the v alue in the general register sp eci�ed is incremen ted after the

op erand is accessed or decremen ted b efore the op erand accessed.

� Absolute address (@aa:8 or @aa:16): This instruction sp eci�es the

absolute either 8 or 16-bit address �aa� of the op erand in memory .
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� Immediate (#xx:8 or #xx:16): The instruction con tains a 8-bit

op erand �xx� in its second b yte or a 16-bit op erand in the third

and fourth b ytes.

� PC-relativ e (@(d:8,PC): Used to generate branc h addresses. The

8-bit v alue in b yte 2 of the instruction co de �d� is added to the

program coun ter con ten ts. The v alue is sign extended so it can

b e b oth p ositiv e and negativ e.

� Memory-indirect (@@aa:8): Used to branc h to a sp eci�ed address.

The 2nd b yte of the instruction co de sp eci�es an 8-bit absolute

address. The w ord lo cated at this address con tains the branc h

address.

� Maxim um 64 kB address space

� High sp eed op erations

� All frequen tly-used instructions are executed in t w o or four states

� Maxim um clo c k rate (ø clo c k): 16 MHz at 5 V, 12 MHz at 4 V or 10

MHz at 3 V

F unction Instructions T yp es

Data transfer MO V, PUSH, POP 3

Arithmetic op erations

ADD, SUB, ADD X, SUBX, INC, DEC, ADDS,

14SUBS, D AA, D AS, MULXU, DIVXU, CMP ,

NEG

Logic op erations AND, OR, X OR, NOT 4

Shift

SHAL, SHAR, SHLL, SHLR, R OTL, R OTR,

8

R OTXL, R OTXR

Bit manipulation

BSET, BCLR, BNOT, BTST, BAND, BIAND,

14BOR, BIOR, BX OR, BIX OR, BLD, BILD,

BST, BIST

Branc h Bcc, JMP , BSR, JSR, R TS 5

System con trol

R TE, SLEEP , LDC, STC, ANDC, OR C, X OR C,

8

NOP

Blo c k data transfer EEPMO V 1

T otal 57

T able 2.1: Instruction classi�cation

Registers

As seen in Figure 2.1, the CPU can ha v e eigh t 16-bit or sixteen 8-bit general-

purp ose registers and t w o sp ecial con trol registers. When in 16-bit mo de,
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the general-purp ose registers are named R0 to R7 and in 8-bit mo de they

are named R0H, R0L, R1H, R1L, ..., R7H, R7L. Register R7 is used as a

stac k p oin ter and used implicitly b y the hardw are in pro cessing in terrupts

and subroutine calls. The stac k p oin ter p oin ts at the top of the stac k. The

general-purp ose registers can b e used to con tain b oth data and addresses.

When used as address-registers, they are in 16-bit mo de and if they are used

as data-registers they can b e in either mo de and accessed as 16-bit registers

or the high and lo w b ytes can b e accessed separately as 8-bit registers.

One of the t w o con trol registers is the program coun ter (PC), whose

resp onsibilit y is to con tain the address of the next instruction that is to b e

executed b y the CPU. The CPU can access 1 w ord (2 b ytes) at a time in

memory and only at an ev en address, so the least signi�can t bit is ignored.

The second con trol register is the 8-bit condition co de register (CCR)

that con tains in ternal status information. There are six di�eren t conditions,

whic h can b e represen ted in the register and t w o user bits that can b e read

and written b y soft w are.

� The least signi�can t bit (bit 0) is the carry �ag. This �ag is used b y

the add and subtract instructions to indicate a carry or b orro w at the

most signi�can t bit of the result. The �ag is also used b y the shift and

rotate instructions to store the v alue shifted out of the most or least

signi�can t bit. Finally it is used b y the bit manipulation and bit load

instructions as a bit accum ulator.

� Bit 1 is the o v er�o w �ag and the bit is set to 1, when an arithmetic

o v er�o w o ccurs. If there is no o v er�o w, the �ag is alw a ys cleared to 0.

� Bit 2 is the zero �ag and is used to indicate a zero result.

� Bit 3 is the negativ e �ag and it indicates the most signi�can t bit, whic h

is the sign bit. It is used to see if the result of an instruction is p ositiv e

or negativ e.

� Bit 4 and 6 are the user bits and can b e written to and read b y the

soft w are using sp ecial instructions.

� Bit 5 is the half-carry �ag and is used, when sp eci�c instructions lik e

the ADD.B and ADD X.B causes a carry or a b orro w out of bit 3. It

is also used when the ADD.W (use ADD instruction on w ord data-

format), SUB.W or CMP .W causes a carry or a b orro w out of bit 11.

This �ag is also used implicitly b y the D AA (Decimal A djust A dd) and

D AS (Decimal A djust Subtract) instructions.

� The last bit is the in terrupt mask bit. When this is set, all in terrupts,

exp ect the NMI (Non-Mask able In terrupt), are mask ed. The bit is set

automatically b y a reset and at the start of in terrupt handling [Cor03 ].
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The complete collection of the general registers can b e seen in Fig-

ure 2.1.
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2.1 Hardw are Arc hitecture

Figure 2.1: The registers on the Hitac hi H8/300 CPU, b orro w ed from the

R CX hardw are man ual.
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Data F ormats

The H8/300 CPU can pro cess 1-bit data, 4-bit (BCD) data, 8-bit (b yte)

data, and 16-bit (w ord) data. The bit manipulation instructions op erate on

1-bit data sp eci�ed as bit n , where n = 0,1,2,...,7, in a b yte op erand. All the

arithmetic and logic instructions, except the t w o instructions ADDS (ADD

With Sign Extension) and SUBS (SUB With Sign Extension), can op erate

on b yte data. The D AA and D AS instructions p erform decimal arithmetic

adjustmen ts on b yte data in pac k ed BCD form. Eac h little piece of the b yte

is treated as a decimal digit. Instructions lik e MO V.W, ADD.W, ADDS and

others op erate on w ord data. Eac h of these data formats can b e stored in the

general registers as Figure 2.2 sho ws and equiv alen tly stored in the memory

as seen in Figure 2.3. As illustrated in the �gures, the represen tation of

data in the registers is straigh tforw ard. W ord data will use the whole 16-bit

register, while other data only use 8-bits. When in 8-bit mo de, a register

can con tain t w o sets of data whic h can b e accessed b y addressing either the

upp er (RnH) or lo w er (RnL) digit of the general registers.

Not used for this data

7 6 5 4 3 2 1 0

LSBMSB

Not used for this data LSBMSB

Not used for this data

Not used for this data

Upper digit Lower digit

4 37 0

Upper digit Lower digit

4 37 0

RnH1-bit data

Register No.

RnL1-bit data Not used for this data

RnL

RnHByte data

Byte data

MSB LSBRnWord data

Data TypeData Type

4-bit BCD data RnH

Not used for this data7 6 5 4 3 2 1 0

7 0

7 0

15 0

4-bit BCD data RnL

16-bit

Figure 2.2: The represen tation of the data-formats in general registers. MSB

is the most signi�can t bit and LSB is the least signi�can t bit

Eac h memory address will con tain 8 bits and w ord data m ust alw a ys b e-

gin at an ev en address. When accessing a w ord-address, the least signi�can t

bit is regarded as 0. If an o dd address is used to access the data, there will
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b e no error, but the access will b e p erformed at the preceding ev en address.

Because of this, only ev en addresses should b e stored in the v ector table.

As can b e seen in Figure 2.3, when the CCR is pushed on the stac k, t w o

iden tical copies are pushed to mak e a complete w ord and when they are re-

stored the lo w er b yte is ignored. This happ ens, b ecause when register R7 is

addressing the stac k, the stac k m ust only access one w ord at a time. [Cor03 ]

7

MSB

MSB

MSB

MSB

MSB

LSB

LSB

LSB

LSB

7 0

6 5 4 3 2 1 0

Upper 8 bits

Lower 8 bits

CCR

CCR*

Even address
Odd address

Even address
Odd address

Even address
Odd address

Address n

Address n

Address Data FormatData Type

1-bit data

Byte data

Word data

Byte data (CCR) on stack

Word data on stack

8 bits

Figure 2.3: Ho w the data formats will b e represen ted in memory . CCR is the

condition co de register, where the CCR* will b e ignored on returns. MSB is

the most signi�can t bit, while LSB is the least signi�can t bit.

CPU States

The CPU has three states. These states are the program execution state,

exception handling state, and p o w er do wn state. The p o w er do wn state
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is further divided in to three mo des; sleep mo de, soft w are standb y mo de,

and hardw are standb y mo de. In the program execution state, the CPU

executes program instructions. The exception handling state is a brief state

that o ccurs, when the CPU is reset or in terrupted, thereb y c hanging its

normal pro cessing �o w. When in in terrupt exception handling mo de, the

CPU mak es a reference to the SP and sa v es the PC and CCR on the stac k.

See also Section 2.1.2 for further details on exception handling.

When the CPU is in p o w er do wn state and set to sleep mo de, the CPU

halts, but the CPU register con ten ts remain unc hanged. This mo de is en-

tered, when a SLEEP instruction is executed. The soft w are standb y mo de

is en tered, if the SLEEP instruction is executed and the soft w are standb y

bit in the system con trol register is set. The CPU halts, but the con ten ts of

the on-c hip RAM and CPU registers remain unc hanged. I/O p ort outputs

also remains unc hanged. When the R CX go es in to hardw are standb y mo de,

all c hip functions halt, including I/O p ort output, but the on-c hip RAM

con ten ts remains p ersisten t. [Cor03 ]

2.1.1 Memory

When building an op erating system for the R CX, it is imp ortan t to kno w

exactly ho w m uc h memory is a v ailable and where it is a v ailable. When the

amoun t of memory is kno wn, it is p ossible to design a memory manager that

will utilize it. P arts of the memory in the R CX unit is reserv ed for sp eci�c

purp oses, suc h as output p ort con trol, th us it is v ery imp ortan t that the

memory manager do es not allo cate memory for programs in these places.

The total amoun t of memory in the R CX unit is as follo ws.

� R OM 16 kB

� RAM 512 B

� EXTERNAL RAM 32 kB

� Register �eld 128 B

Not all of this memory is a v ailable for the programmer of the R CX

unit. In T able 2.2 an o v erview of the memory mapping in the R CX is

pro vided. The H8/300 CPU has supp ort for three mo des of memory map-

ping, but the R CX unit solely op erates in mo de t w o, whic h is represen ted in

T able 2.2. [Cap04 ]

As can b e seen in T able 2.2, the memory from 0x0000 to 0x3FFF con tains

the R OM. The RAM b egins at 0x8000 and tak es up the rest of the memory .

Ho w ev er, not all of the external RAM can b e accessed, since parts are re-

serv ed, but also b ecause the on-c hip RAM and the register �eld is mapp ed

within the same address space. The t w o areas mark ed as reserv ed are used

b y the R CX only and should not b e accessed b y dev elop ers.
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A ddress Size Memory t yp e Con ten ts

0000-3FFF 16384b

On-c hip mask H8/3292 in terrupt v ectors,

Programmable R OM R CX executiv e

4000-7FFF 16384 B Reserv ed

8000-EFFF 28672 B

O�-c hip

program, data

(External) RAM

F000 1 B O�-c hip register

Device register for R CX

Output p orts

F000-FB7F 2944 B Reserv ed for R CX A ctuators

FB80-FF7F 512 B On-c hip RAM

R CX in terrupt v ectors,

Program, data

FF80-FF87 8 B Reserv ed for R CX Output p ort con troller

FF88-FFFF 120 B

On-c hip register

H8/3292 device registers

Field

T able 2.2: Memory mapping of the R CX unit

2.1.2 Exceptions

Exceptions are an imp ortan t part of an op erating system, as they allo w the

op erating system to deal with ev en ts lik e timer o v er�o ws and button inputs.

The op erating system m ust handle these ev en ts accordingly and afterw ards

return to the program that w as running, when the ev en t o ccurred to con tin ue

its execution if p ossible.

Exceptions are ev en ts that c hange the �o w of con trol and when an ex-

ception o ccurs, it in v olv es mo ving the PC to an exception handling routine

either supp orted directly b y the hardw are or programmed b y the dev elop-

ers. An exception can b e caused b y I/O, timer or an illegal calculation lik e

division b y zero. The R CX recognizes t w o kinds of exceptions: In terrupts

and reset, where reset has the highest priorit y . [Cor03 ]

In terrupts

An in terrupt is an exception that is handled b y the CPU in a w a y that is

c hosen b y the dev elop er, often referred to as hardw are exceptions. In terrupts

can o ccur for a n um b er reasons. It can b e caused b y a unit outside the micro

con troller, in whic h case it is referred to as an external in terrupt. An example

of a unit outside the micro con troller is the run button on the R CX unit,

whic h generates an in terrupt when pressed. All other forms of in terrupts are

called in ternal in terrupts and these can b e generated b y the built-in timers,

the serial comm unication in terface and the A/D con v erter. F or a list of

di�eren t in terrupts refer to T able 2.3.

In terrupts are t ypically used when w aiting for an I/O unit to send a

signal. Instead of busy w aiting with a lo op un til the signal is receiv ed, the
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I/O unit generates an exception. Busy w aiting costs a lot of CPU time

and will blo c k other pro cesses and is therefore not an option, when sp eed is

imp ortan t. On the next cycle, the exception will force the CPU to en ter an

exception handling state. In the exception handling state, the signal will b e

pro cessed and afterw ards the original pro cess will b e resumed, as sho wn in

the righ t part of Figure 2.4.

Interrupt queue
for a specific

interrupt

Task 1
Task 2
Task 3

IRQ0

IRQ1

ICIA

WOVF

CCR bit 7

occured
Interrupt

Context
switch

Task XInterrupt
Controller

Interrupts
with highest

priority
happens first

CPU Sets tasks
on queue
to running

interrupt
for a specific

Interrupt handler

Figure 2.4: Sho ws ho w in terrupts w orks. The left part is a logical diagram

of in terrupt routing in the hardw are, while the righ t part of the �gure sho ws

ho w an in terrupt a�ects the program �o w.

T o enable in terrupts on the R CX unit, the dev elop er ha v e to use the

in terrupt enable register (IER). The IER is an 8-bit register with three IR Q

enable bits. These bits are the IR Q0E, IR Q1E, and IR Q2E, lo cated at bit

0, 1, and 2. They are used to enable or disable in terrupts IR Q0, IR Q1,

and IR Q2. The rest of the 8-bit registers are reserv ed and these bits are

alw a ys set to 1. The initial v alue of the three in terrupt bits are alw a ys 0,

meaning that the in terrupts they represen t are disabled. The IER is lo cated

at address 0xFF C7.

When an in terrupt o ccurs, the in terrupt con troller mak es the CPU en ter

the exception handling state, if the corresp onding in terrupt enable bit in

IER is one and the in terrupt mask bit in the CCR is cleared to 0. This

is illustrated in the left part of Figure 2.4. If the in terrupt mask bit is set

to 1, all mask able in terrupts will remain p ending. If there is more than

one in terrupt request, the in terrupt con troller will select the in terrupt with

the highest priorit y and pass it to the CPU, all other in terrupts remains

p ending. When the CPU receiv es the in terrupt, it will w ait un til it completes

the curren t instruction or hardw are exception handling sequence and then

start the exception handling for the in terrupt and latc h the in terrupt v ector

n um b er. [Cor03 ]
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In the exception handling state, the CPU will sa v e the PC on the stac k

after setting the in terrupt mask bit to 1. Next it will call the correct in ter-

rupt dispatc her b y lo oking up the v ector address in the R OM v ector table,

whic h corresp onds to the v ector n um b er generated. The v ector table is a

collection of addresses called in terrupt v ectors and eac h one of these is as-

so ciated with a in terrupt. The in terrupt dispatc her calls a routine with an

en try from the table con taining the R CX in terrupt v ectors, whic h is placed

in the on-c hip RAM. The table can b e used to install in terrupt handlers for

all in terrupts [Cap04 ]. T able 2.3 sho ws the memory mapping of the in terrupt

v ectors in the R CX.

As sev eral pro cesses migh t w an t to w ait for the same in terrupt, the op er-

ating system will need to handle this. This can b e done in sev eral w a ys, e.g.

use a shared �ag, insp ect a shared queue or b y using some sync hronization

mec hanism lik e semaphores. In Figure 2.4 a queue is used. Here tasks are

added to the queue for a sp eci�c in terrupt and then set to sleep. When the

in terrupt o ccurs, the in terrupt handler will enqueue the tasks, enabling them

to run again. [Ho w02 ]

When the in terrupt pro cessing is done, the CPU m ust return from the

exception handling state. This is done b y calling the return from exception

instruction (R TE), whic h will restore the PC and CCR b y p opping them o�

the stac k. This will cause the CPU to return to where it w as b efore the

in terrupt o ccurred. [Cor03 ]
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Name

R OM RAM R OM

Description

v ector v ector handler

NMI 0x0006 0xFD92 None Non mask able in terrupt

IR Q0 0x0008 0xFD94 0x1AB8 In terrupt 0 (run button)

IR Q1 0x000A 0xFD96 0x294A In terrupt 1 (on/o� button)

IR Q2 0x000C 0xFD98 None In terrupt 2

ICIA 0x0018 0xFD9A None 16-bit timer - Input capture A

ICIB 0x001A 0xFD9C None 16-bit timer - Input capture B

ICIC 0x001C 0xFD9E None 16-bit timer - Input capture C

ICID 0x001E 0XFD A0 None 16-bit timer - Input capture D

OCIA 0x0020 0xFD A2 0x36AB 16-bit timer - Output compare A

OCIB 0x0022 0xFD A4 None 16-bit timer - Output compare B

F O VI 0x0024 0xFD A6 None 16-bit timer - Ov er�o w

CMI0A 0x0026 0xFD A8 None 8-bit timer 0 - Compare matc h A

CMI0B 0x0028 0xFD AA None 8-bit timer 0 - Compare matc h B

O VI0 0x002A 0xFD A C None 8-bit timer 0 - Ov er�o w

CMI1A 0x002C 0xFD AE None 8-bit timer 1 - Compare matc h A

CMI1B 0x002E 0xFDB0 None 8-bit timer 1 - Compare matc h B

O VI1 0x0030 0xFDB2 None 8-bit timer 1 - Ov er�o w

ERI 0x0036 0xFDB4 0x30A4

Serial comm unication in terface:

Receiv e error

RXI 0x0038 0xFDB6 0x2C10

Serial comm unication in terface:

Receiv e end

TXI 0x003A 0xFDB8 0x2A9c

Serial comm unication in terface:

TDR empt y

TEI 0x003C 0xFDBA 0x2A84

Serial comm unication in terface:

TSR empt y

ADI 0x0046 0xFDBC 0x3B74 A/D con v erter - Con v ersion end

W O VF 0x0048 0xFDBE None W atc hdog timer - Ov er�o w

T able 2.3: In terrupt table. The in terrupts are listed in order of priorit y ,

where NMI has the highest priorit y and the W O VF has the lo w est. When

t w o or more in terrupts are generated, the in terrupt with highest priorit y is

serv ed �rst.

2.1.3 Reset

Reset is the exception with the highest priorit y . When a reset is p erformed,

all curren t pro cessing stops and the c hip en ters the reset state. When a reset

exception handling b egins, the follo wing sequence is carried out.

� The in ternal state of the CPU and the registers of the on-c hip supp ort-

ing mo dules are initialized and the in terrupt mask bit in the CCR is

set to 1
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� The CPU loads the PC with the �rst w ord in the v ector table, whic h is

stored at address 0x0000 and 0x0001, and starts the program execution

The reason wh y the in terrupt mask bit is set to 1 after a reset, is if

an in terrupt w as to b e accepted b efore initialization of the SP lo cated at

register r7, the PC and CCR ma y not b e sa v ed correctly , thereb y leading to

a program crash. T o prev en t this, all in terrupts are disabled immediately

after a reset and hence the �rst program instruction is alw a ys executed.

After a reset, exception handling of a CCR manipulation instruction can

b e executed b efore an instruction to initialize the SP , in order to initialize

the con ten ts of the CCR. All in terrupts are disabled immediately after the

execution of a CCR manipulation instruction, whic h leads to initialization

of the CCR. After that, initialization of the SP cannot b e in terrupted and

the reset will b e completed without errors. [Cor03 ]

2.1.4 Timers

Timers are crucial to mak e a w orking task sc heduler and are also needed for

e.g. serial comm unication and sp eed con trol of the motors. W e will therefore

in tro duce the timers a v ailable in the R CX unit.

16-Bit F ree-Running Timer

The 16-bit free-running timer (FTR) uses a 16-bit free-running coun ter as a

time base. The free-running coun ter (FR C) is a 16-bit coun ter that incre-

men ts on an in ternal pulse generated from a clo c k source. There are four

clo c k sources to c ho ose from. When the FR C o v er�o ws from 0xFFFF to

0x0000, the o v er�o w �ag (O VF) in the timer con trol/status register (TCSR)

is set to 1. This �ag will not b e remo v ed, unless it is cleared b y the soft w are.

When the R CX is reset or put in to standb y mo de, the FR C is cleared, but

it can also b e cleared b y a compare-matc h A. This happ ens, when the FR C

and output compare register A (OCRA) v alues matc h and the coun ter clear

A bit in the TCSR register is set.

The timer has t w o output compare registers (OCRA and OCRB) that are

16-bit registers, whose con ten ts are con tin uously compared with the v alue in

the FR C. When a matc h is detected, a �ag in TCSR corresp onding to the

compare register is set. These bits m ust then man ually b e cleared b y the

soft w are, but they are automatically set b y the CPU. Because OCRA and

OCRB share the same address, they m ust b e di�eren tiated b y the OCRS

bit in the timer output compare con trol register (TOCR). When the bit is

cleared to 0, OCRA is selected and when it is set to 1, OCRB is selected.

When the R CX unit is reset or put in standb y mo de, b oth of these registers

are initialized to 0xFFFF.

The timer can generate sev en di�eren t in terrupts and in order to do

this, the timer in terrupt enable register (TIER) is used. TIER is an 8-bit
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readable/writable register that enables and disables in terrupts. The register

is capable of, among other things, sp ecifying whether an in terrupt should

b e generated (bit 3 and 2), when a compare matc h �ag in the TCSR is set

or when a o v er�o w o ccurs (bit 1). The remaining bits deal with signalling.

When a input capture �ag in the TCSR is set, the curren t coun t of the

FR C can b e captured and put in one of four input capture registers (bu�er

mo de, using them as pairs is also p ossible). When this happ ens, a �ag that

corresp onds to the register in the TCSR is set. [Cor03 ]

8-Bit Timers

There are t w o 8-bit timers in the R CX unit. Eac h timer has an 8-bit

coun ter (TCNT) and t w o time constan t registers (TCORA and TCORB)

that are constan tly compared with the TCNT v alue to detect compare-matc h

ev en ts. The 8-bit timers share man y features of the 16-bit timer, lik e the

t w o compare-matc h registers, but there are some di�erences. F or example,

the 8-bit timers can, lik e the 16-bit, b e cleared b y a compare-matc h signal

generated at a compare-matc h ev en t, but they can also b e cleared b y an

external reset input. The metho d of clearing is selected b y the clo c k clear

bits 1 and 0 of the timer con trol register. Another di�erence is that since the

registers will o v er�o w at 255, there are six in ternal clo c k sources pro vided

for eac h c hannel v arying from 2 to 2048.

The 8-bit timers ha v e three in terrupts that can b e generated in the ev en t

of a compare-matc h or an o v er�o w. The last sp ecial feature of the 8-bit

timers is that in the timer con trol/status register (TCSR), it is p ossible to

select the e�ect of a compare-matc h ev en t on the timer output signal. There

are four bits (0, 1, 2, and 3, t w o for eac h time constan t register) that con trol

the timer output signal. F or b oth TCORA and TCORB, they can b e set to

not c hange the output, when a compare-matc h o ccurs or they can b e set to

c hange the output to 0 or 1 if a matc h o ccur. Finally , they can b e set to

toggle the output, when a matc h happ ens. [Cor03 ]

W atc hdog Timer

The w atc hdog timer (WDT) can monitor system op erations b y resetting the

CPU or generate a non-mask able in terrupt, if a system crash allo ws the timer

coun t to o v er�o w. If the w atc hdog function is not needed, the timer ma y

b e used as an in terv al timer. If the timer is in this mo de, it requests an

o v er�o w in terrupt eac h time the coun ter o v er�o ws. There are eigh t di�eren t

clo c k sources that eac h ha v e di�eren t o v er�o w in terv als to c ho ose from.

When the timer is in w atc hdog timer mo de, it can b egin, when soft w are

sets the timer mo de select (WT/ IT ) and timer enable (TME) bits to 1 in

the TCSR. Thereafter, the soft w are should p erio dically rewrite the con ten ts

of the timer coun ter to prev en t it from o v er�o wing. If a program crashes and
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allo ws the timer to o v er�o w, the en tire c hip is reset for 518 system clo c ks or

an NMI in terrupt is requested. T o put the timer in to in terv al timer mo de,

the W T=IT bit is cleared to 0 and the TME is set to 1. This function can

b e used to generate O VF requests at regular in terv als.

There is little di�erence in the w a y the coun ter register (TCNT) and

TCSR registers for the w atc hdog timer are written to. The TCNT and

TCSR registers ha v e the same write address, so the write data m ust b e

con tained in the lo w er b yte of a w ord written at this address. The upp er

b yte m ust con tain 0x5A, whic h is a passw ord for TCNT or the b yte m ust

con tain 0xA5 that is the passw ord for the TCSR. [Cor03 ]

Setting up the Timer

T o b etter understand ho w the timers are used, here is a little example of ho w

to set up a timer. The R CX has R OM routines that initializes the timer reg-

isters for an in terrupt ev ery 1/1000 ms, but it can b e done man ually as w ell.

First y ou need to decide ho w often an in terrupt (in terrupt in terv al) should b e

generated, and the sp eed of the FR C. The n um b er of coun ts can then b e cal-

culated using: counts = ( interrupt _ interval � system_ clock)=FRC _ Speed

Example

Using the default FR C_sp eed and a desired in terv al of t w o micro seconds,

y ou get the follo wing:

counts = ((1 =500sec) � (16� 106cycles=sec)=(2cycles=count)) = 16000counts

The timer's registers can b e set to the calculated v alue.

1 m o v . w # 0 x F F 9 0 , r 6 ; p r e p a r e f o r w r i t e i n t o T I E R

2 b s e t # 3 , @ r 6 ; e n a b l e t i m e r i n t e r r u p t s o n c h a n n e l

A

3 m o v . w # 0x 3 E 8 0 , @ 0 x F F 9 4 ; w r i t e 1 6 0 0 0 i n t o O C R A

4 ) ;

2.1.5 I/O

I/O is the comm unication to and from the R CX through v arious devices. An y

op erating system for an em b edded system lik e the R CX should b e supplied

with a collection of device driv ers. In order to dev elop these driv ers, it is

imp ortan t to kno w ho w to comm unicate with the devices.

I/O on the R CX unit consists of v arious motors, sensors, buttons, and

a displa y . All I/O in the R CX go es through sev en I/O p orts. The R CX

uses memory mapping for I/O, meaning that comm unication with the I/O
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p orts is done in sp eci�c memory areas. A program comm unicating and

sync hronizing with these R CX devices will do so through device registers

and in terrupts. Hence, the comm unication and sync hronization in terface for

eac h R CX device con troller is the R CX device registers and R CX in terrupts

that is pro vided b y the R CX device con troller.

Most of the R CX device con trollers are based on the H8/3292 micro

con troller I/O comp onen ts, and therefore the mapp ed device registers of

the H8/3292 I/O comp onen ts are also used as the R CX device registers.

Moreo v er, this also holds true for the in terrupts pro vided b y the H8/3292

input/output comp onen t, whic h is used b y the R CX for device in terrupts.

Ho w ev er, the output p orts on the R CX do es not use the H8/3292 I/O comp o-

nen t, instead they are based on external electronic comp onen ts. The device

registers of the R CX output con troller is accessed through the address/data

pins of the H8/3292, whic h means that they are memory mapp ed in to the

address space and not used b y on-c hip memory . [Cap04 ]

Buttons

There are four buttons on the R CX unit, and t w o of these buttons can

generate external in terrupts. The details are listed in T able 2.4.

Button Input p ort A ddress Bit p osition In terrupt

Run P ort 4 0xFFB7 Bit 2 IR Q 0

On/O� P ort 4 0xFFB7 Bit 1 IR Q 1

View P ort 7 0xFFBE Bit 6 No in terrupt

Prgm P ort 7 0xFFBE Bit 7 No in terrupt

T able 2.4: I/O addressing of the four buttons

The bit v alue obtained when reading a sp eci�c address for a button is 0

when the button is pressed and 1 when the button is released. As with all

the memory mapp ed devices the bit v alue for eac h button can b e accessed

directly from the device registers b y bit manipulation. F or example, to read

the status of the run button to see if it is b eing pressed, y ou will ha v e to

read bit n um b er 2 at input p ort 4 lo cated at the address 0xFFB7. [Cap04 ]

R CX Input P orts

The R CX has three input p orts making it p ossible to attac h external sensors.

There are t w o di�eren t t yp es of sensors that can b e connected to the input

p orts. That includes the passiv e sensors, whic h are touc h and temp erature

sensors, and the the activ e sensors, whic h are the ligh t and rotation sensors.

T o get input v alues from a sensor, the Analog to Digital (A/D) con v erter

has to b e used. The A/D con v erter enables analogous input from sensors

to b e con v erted in to digital signals and stores them in a device register.
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The con v erter assists the micro con troller, when it is necessary to con v ert a

signal from a temp erature sensor, whic h deliv ers an analog signal indicating

the temp erature, to a digital signal. Afterw ards, the resulting v alue is stored

in a device register.

Before the A/D con v ersion ma y commence, the righ t A/D c hannel cor-

resp onding to the external input p ort, on whic h the sensor is connected to,

has to b e selected (the place on top of the R CX that the sensor bric k is

connected to). If an activ e sensor is used, a ligh t emitting dio de also has to

b e p o w ered. This is done through one of three output lines of p ort 6 that is

lo cated at address 0xFFBB. T able 2.5 sho ws ho w the R CX input p orts are

connected to the c hannels of the A/D con v erter and the output lines of I/O

p ort 6. [Cap04 ]

Input p ort A/D c hannel Register A ddress Output line

1 Analog input pin 2 (AN2) ADDR C 0xFFE4 P ort 6, bit 2

2 Analog input pin 1 (AN1) ADDRB 0xFFE2 P ort 6, bit 1

3 Analog input pin 0 (AN0) ADDRA 0xFFE0 P ort 6, bit 0

T able 2.5: The R CX external input p orts with their corresp onding A/D

c hannels, device registers, and addresses. Also included is the output lines

used with the activ e sensors.

The device registers of the A/D con v erter is used to initiate the con v er-

sion, to monitor the end of con v ersion, and to access the resulting con v erted

10-bit sensor input v alue. The A/D con trol/status register (ADCSR) lo cated

at address 0xFFE8 is used to con trol and monitor the con v ersion. T able 2.6

giv es an o v erview. F rom ADCSR the con v ersion can b e started b y setting

the A/D start bit to 1. When the con v ersion has ended, it can b e c hec k ed b y

p olling the A/D End Flag from the ADCSR. Alternativ ely , the end of a con-

v ersion can also b e signalled with an A/D end in terrupt, whic h can enabled

in the ADCSR b y setting the A/D End In terrupt Enable bit to 1. The A/D

data registers store the results of con v ersions in a 10-bit con v erted v alue in

the 10 most signi�can t bits of a w ord data format. The data registers are

connected to the A/D c hannels and the con v erted v alues can b e read from

the addresses in T able 2.5. [Cap04 ]
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Bit Name Meaning

7 A/D End Flag

Set b y con v erter to signal end of con v ersion.

Should b e cleared b y program on end of con v ersion

6

A/D End In terrupt

0: in terrupt disabled; 1: in terrupt enabled

enable

5 A/D Start 0: con v ersion stopp ed; 1: start con v ersion

4 Scan Mo de 0: single mo de; 1: scan mo de

3 Clo c k Select 0: slo w con v ersion; 1: fast con v ersion

2-0 Channel Select Selects c hannel(s)

T able 2.6: Con�gurations of the A/D con trol/status register

The c hannel select bits are used to select one or more than one, c hannel

to do A/D con v ersion on. When one c hannel is selected, the scan mo de bit

should b e cleared to 0, indicating that single mo de is used. If more than

one c hannel is selected, the scan mo de should b e set to 1. This will set the

con v ersion mo de to scan mo de. If the mo de is set to scan mo de, con v ersion

of the next c hannel starts immediately , when con v ersion of the preceding

c hannel ends. The con v ersion will con tin ue to lo op through the selected

c hannels, un til the A/D start bit is cleared to 0. [Cap04 ]

R CX Output P orts

On the R CX three external output p orts lab elled A, B, and C exist. T o

these output p orts, devices lik e motors and LEDs ma y b e connected. A

device is con trolled through the R CX's output p orts device register, lo cated

at address 0xF000. The con trol is done b y altering the state of the curren t

�o w through the device. Eac h p ort is con trolled b y t w o bits in the 8-bit

register. T able 2.7 sho ws whic h bits con trols the three output p orts.

Output p ort A B C

Bits Bit 7 and 6 Bit 3 and 2 Bit 1 and 0

T able 2.7: Output p orts and the bits that con trol them

The t w o bits, connected to eac h output p ort, giv es four p ossible v alues

that can b e used to con trol the state of the curren t �o w through the devices.

The v alues 01 and 10 set the curren t to �o w in either of the t w o directions,

and pro vide bidirectional con trol of the curren t �o w. The v alue 00 discon-

nects the device from the p o w er supply and the v alue 11 connects the t w o

terminals of the device to the same p olarit y of the p o w er supply . The e�ect,

the four states has on a device, can b e seen in T able 2.8. [Cap04 ]
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Output bits Motor LED

00 F reewheel No ligh t

01 T urn in one direction Ligh t

10 T urn in the other direction Ligh t

11 Brak e No ligh t

T able 2.8: Ho w to con trol motors and LEDs with binary v alues

LCD

The Liquid Crystal Displa y (LCD) con tains 43 segmen ts. These segmen ts

consist of di�eren t �gures and sym b ols lik e dots, arro ws and a small �gure

represen ting a man. Eac h of these segmen ts can b e con trolled individually

b y turning them on or o� through an LCD con troller. Comm unication with

the LCD is accomplished through bit 5 and 6 of I/O p ort 6, lo cated at

address 0xFFBB. In the R CX, built-in R OM routines exist, whic h mak es it

p ossible to ignore the lo w lev el details of the LCD con trol through the t w o

bits. An area of the R CX memory con tains an LCD bu�er, where the bits

map eac h of the segmen ts on the screen. The R OM routines write to this

bu�er and whenev er a sp eci�c routine is called, the screen is up dated b y a

call to a refresh routine. This routine mak es the c hanges to the bu�er visible

on the screen. The segmen ts are then sho wn or hidden, corresp onding to

the actual bit v alues in the LCD bu�er. In the R OM, additional routines

exist to sho w and hide an icon, whic h consist of one or more segmen ts, and

routines for writing n um b ers on the screen are also presen t. The routines

tak e in parameters. The �rst parameter has to b e placed in register R6,

and the remaining parameters are placed on the stac k in reserv e order, i.e.

the last parameter is pushed �rst, then the preceding parameter is pushed,

etc. [Cap04 ]

2.1.6 R OM Routines

As describ ed ab o v e, a n um b er of R OM routines included in the �rm w are

exist for the R CX, and these mak e it p ossible to op erate the R CX at a

higher lev el. This w a y , the dev elop er is not forced in to ha ving a complete

understanding of the lo w lev el arc hitecture, in order to use the functionalit y

pro vided b y the R CX. The R OM routines are therefore a collection of lo w

lev el driv ers that w ork in the bac kground and pro vide lo w lev el services to

the soft w are on the R CX. These R OM routines are generally easy to use

and understand, but the do wnside is that they ma y not b e as fast to use

compared with co de written in assem bler that comm unicates directly with

the memory lo cations. Therefore, it is imp ortan t to kno w when the routines

are b e useful, and when the routines m ust b e b e re-implemen ted to meet the

sp ecial demands of Y AMOS. In the follo wing, some of the a v ailable routines

are listed:
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� Initialization of the CPU

� Initialization of the displa y

� Initialization of the timers

� Initialization of the p orts

� Initialization of the buttons

� W rite to the displa y

� Clear the displa y

� Refresh the displa y

2.1.7 Summary

Before implemen ting an op erating system for the R CX, it is imp ortan t to

ha v e a basic understanding of the bric k's arc hitecture. The heart of the

R CX is a H8/3292 micro con troller. The CPU for this micro con troller is

a H8/300, and it has eigh t 16-bit or sixteen 8-bit general-purp ose registers,

and one condition co de register. The CPU has 57 instructions that can

b e executed, and it executes at a sp eed of 10, 12 or 16 MHz. Exceptions

are v ery imp ortan t, when making an op erating system, as they resp ond to

certain ev en ts of imp ortance. The R CX has t w o kinds of exceptions, a sp ecial

reset exception and 23 in terrupts. The reset exception will alw a ys reset the

unit, but it is p ossible to implemen t handlers for eac h of the in terrupts.

Lik e exceptions, timers are v ery imp ortan t, often w orking in conjunction

with the exceptions and generating ev en ts, whic h the op erating system m ust

resp ond to. The R CX has four timers: A 16-bit timer, t w o 8-bit timers and

a w atc hdog timer. All I/O devices for the R CX are memory mapp ed and

therefore the device driv ers m ust b e made to utilize these memory lo cations

correctly . A lot of R OM routines exist in the R CX that can help with the

implemen tation of the device driv ers if needed.

Before w e ma y design our op erating system, w e m ust explore ho w to

mak e a k ernel that �ts our sp ecial needs. Hence, the next ting w e m ust

examine is the di�eren t w a ys to design a k ernel for our op erating system.

2.2 Kernel

The k ernel is a fundamen tal part of an op erating system. The k ernel is

resp onsible for pro viding programs access to the mac hines hardw are.

In the early da ys of computing, op erating systems w ere not used. Authors

of programs wrote programs without an y hardw are abstraction or op erating

system supp ort. Mo dern computers can con tain man y computer programs
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with comm unication needs to the underlying hardw are. It is the k ernel's

resp onsibilit y to decide when and for ho w long a program ma y ha v e access

to a resource, b efore another program gets its turn, using a tec hnique called

m ultiplexing. Most k ernels implemen t hardw are abstractions that hide the

complexit y of accessing hardw are directly . W e will b e lo oking at three t yp es

of k ernels:

� Micro k ernel

� Monolithic k ernel

� Hybrid k ernel

2.2.1 Micro Kernel

Micro k ernels are often used in em b edded rob otic computers, b ecause the OS

comp onen ts reside in their o wn priv ate memory space. This k ernel t yp e is

based on the idea that the k ernel should b e as small as p ossible. The micro

k ernel pro vides a small set of simple hardw are abstractions and use appli-

cations en titled services to pro vide functionalit y . The services are running

as normal user pro cesses, making it easy to add and remo v e services. This

implies that the single parts of the k ernel should ha v e a common in terface. If

a service crashes, it will not crash the remainding system. The single service

can simply b e reloaded indep enden tly of the other services. T ypical k ernel

mo de parts of the k ernel include pro cess and memory managemen t. One

of the most imp ortan t features in a micro k ernel is the in terpro cess com-

m unication (IPC), enabling comm unication facilities b et w een the di�eren t

extensions in the k ernel.

2.2.2 Monolithic Kernel

The monolithic k ernels pro vides ric h and p o w erful abstractions of the under-

lying hardw are. Man y mo dern op erating systems use this k ernel structure,

since it giv es a minimal p erformance o v erhead when shifting b et w een di�er-

en t k ernel tasks. The minimal o v erhead is due to the fact that the k ernel runs

as one pro cess and, as a consequence, do es not need to do pro cess switc hing

for k ernel functionalit y . The monolithic k ernels are often structured in to la y-

ers, where a la y er only calls functions in the adjacen t la y er. Comm unication

b et w een the di�eren t functions is done using normal routine calls, whic h is a

fast w a y to comm unicate. Mo dern monolithic k ernels, lik e the F reeBSD and

the Lin ux k ernel, can load executable mo dules at run time, allo wing quic k

extensions to the k ernel's capabilities.
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2.2.3 Hybrid Kernel

The h ybrid k ernel is essen tially a micro k ernel with non-essen tial co de mo v ed

from user-space to k ernel-space in order to gain sp eed. The h ybrid k ernel

shares arc hitectural concepts and mec hanisms with b oth monolithic and mi-

cro k ernel designs. The Windo ws NT op erating system is one of the mo dern

op erating systems that use this k ernel t yp e.

2.2.4 Summary

W e ha v e c hosen to implemen t a monolithic k ernel, b ecause w e wish to tak e

adv an tage of the sp eed gains of comm unicating b et w een the di�eren t k ernel

tasks within our k ernel. A dditionally , b y implemen ting a monolithic k er-

nel, w e sa v e the e�ort of implemen ting extensiv e IPC b et w een the di�eren t

segmen ts of our op erating system.

W e ha v e no w c hosen the o v erall design of the k ernel and in the next

sections, w e will b e going ev en deep er in to the w orkings of an op erating

system. T w o of the most imp ortan t asp ects of an op erating system is memory

managemen t and task managemen t, th us w e will deal with those sub jects in

the follo wing sections.

2.3 Memory Managemen t

When making an op erating system that allo ws m ultiple programs to run

concurren tly , it is imp ortan t to share the resources on the platform and

most imp ortan tly to manage these. One of the most imp ortan t resources

is the a v ailable memory . Before w e div e in to the tec hnical asp ects of the

di�eren t strategies, w e ha v e to explain the basics of memory managemen t.

2.3.1 T erminology

As m ultiprogramming is ab out sharing resources, eac h pro cess m ust b eliev e

that it is the only running pro cess on the en tire system. This means that

there m ust b e no in terference b et w een the memory allo cated b y eac h pro cess.

If a pro cess really w as alone on a platform, the pro cess could just b egin using

memory from the b eginning of the ph ysically a v ailable memory .

Consider a system that alw a ys consists of exactly four pro cesses, ho w

w ould the memory b e split, so that ev ery pro cess gets a fair amoun t of the

a v ailable memory? The en tire memory could b e split in to four pieces, allo w-

ing eac h pro cess to use exactly a quarter of the en tire amoun t of a v ailable

memory . Pro cesses can no w dynamically allo cate memory inside their giv en

blo c k without in terfering with eac h other. This is the simplest w a y to man-

age the memory and is called �xed-size memory allo cation . Simplicit y is

a feature, when managing memory , since allo cation of memory tak es time
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and in a real-time system, time used b y the op erating system m ust b e held

as short as p ossible. Unfortunately , our v ery simple allo cation strategy has

some ma jor dra wbac ks. If a pro cess do es not mak e use of the en tire memory

blo c k allo cated to it, w e w aste a lot of memory that could probably b e used

b y another pro cess. This phenomenon of w asting space inside a memory

blo c k is called in ternal fragmen tation . [Eng05 ]

In addition, the men tioned example is not v ery realistic, since there could

b e more or less than four pro cesses and the n um b er of pro cesses could dy-

namically c hange during run time as could the size of their required memory .

That is what mak es memory managemen t a bit more di�cult.

One problem of handling dynamic pro cesses is the allo cation and deallo-

cation of memory . If w e lo ok at �xed-size memory allo cation, it is not a large

problem to handle the free gaps as so on as a pro cess terminates and releases

its memory . W e just remem b er the last deallo cated blo c k and assign it to

the next pro cess. But recall the problem called in ternal fragmen tation : As

the n um b er of pro cesses ma y increase, the size of eac h memory blo c k ma y b e

insu�cien t for some pro cesses, whic h ob viously leads from �xed-size memory

allo cation to some kind of v ariable-size memory allo cation . But as so on as

w e start allo cating di�eren t blo c k sizes, the remaining gaps after deallo cat-

ing blo c ks are also di�eren t in size, and new pro cesses that need memory

ma y not use all the memory pro vided b y a gap. As time go es on, w e will

observ e that our allo cation and deallo cation pro cess will dev elop un usable

gaps b et w een the used memory blo c ks. This phenomenon is called external

fragmen tation . [Eng05 ]
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Figure 2.5: The di�erence b et w een in ternal and external fragmen tation

W e will see in the next sections that there are sev eral tec hniques to

pro vide memory managemen t, and ev ery tec hnique has its strengths and

w eaknesses regarding time consumption, in ternal fragmen tation, external

fragmen tation and co de complexit y . There are also tec hniques that rely on
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a hardw are feature called Memory Managemen t Unit (MMU) that, among

others things, is able to calculate address o�sets in real-time. W e recom-

mend [Eng05 ] for a go o d in tro duction to these tec hniques. Ev en though

LEGO Mindstorms lac ks a MMU, w e will in tro duce it brie�y in the follo w-

ing section. It is imp ortan t to understand ho w a MMU w orks, b ecause it

illustrates the consequences of missing one.

2.3.2 Memory Managemen t Unit

The memory managemen t unit (MMU) is a computer hardw are unit resp on-

sible for handling memory accesses requested b y the CPU. The MMU can

ha v e a signi�can t, p ositiv e e�ect on programs' time consumption, since it is

not un usual that a program sp ends 20% of its time managing memory .

In a virtual memory system, the MMU is resp onsible for translating

addresses in to ph ysical addresses. The op erating system is resp onsible for

allo cating memory and constructing the corresp onding page tables for eac h

pro cess. The page table m ust therefore b e accessible to b oth the op erating

system and the MMU.

The virtual address space is divided in to pages. A page size is 2n
, usually

one, t w o, or four kilob ytes, but it dep enden ts on the arc hitecture. The MMU

con tains a page table, whic h is indexed b y page n um b ers. Eac h page table

en try (PTE) giv es the ph ysical page n um b er corresp onding to the virtual

one. This is com bined with the page o�set to giv e the complete ph ysical

address. A PTE ma y include information ab out whether a page has b een

written to, when it w as last used, what kind of pro cesses ma y read and

write it, and whether it should b e cac hed. Figure 2.6 sho ws an example of a

P en tium page table en try .

Page frame number (20 bits)

Spare
Global page
Page size
Dirty
Accessed
Cache disabled
Write-through
User/supervisor
Read/write
Present

Figure 2.6: F ormat of a P en tium page table en try

If no ph ysical memory (RAM) has b een allo cated to a giv en virtual page,
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the MMU will signal a page fault to the CPU. This will ab ort the execution of

the curren t instruction and en ter the op erating system's page fault handler.

The op erating system will then try to �nd an a v ailable page of RAM and

set up a new PTE. If no RAM is a v ailable, it ma y b e necessary to c ho ose an

existing page, using a replacemen t algorithm and sa v e the original page to

disk.

In a m ultitasking system, all pro cesses comp ete for the use of the MMU.

Some memory managemen t arc hitectures allo w eac h pro cess to ha v e its o wn

area or con�guration of the page table, using a mec hanism to switc h b et w een

di�eren t mappings in the ev en t of a pro cess switc h. This implies that all

pro cesses can ha v e the same virtual address space rather than require load

time relo cation. [Enc05 ]

2.3.3 Straigh tforw ard Metho ds

Initially , w e will lo ok at three straigh tforw ard metho ds for memory allo ca-

tion. In general, their simplicit y is of course arguable, but compared to the

Buddy System whic h will b e describ ed in Section 2.3.4, it is fair to lab el

them as b eing straigh tforw ard.

First Fit, Best Fit, and Next Fit are v ery similar, except for the w a y

eac h of the metho ds scan through memory lo oking for a a v ailable blo c k.

Most implemen tations utilize a double link ed list to k eep trac k of used and

un used blo c ks, either stored statically in a �xed lo cation or em b o died in the

actual blo c ks. A w a y of incorp orating the list in to the blo c ks is to reserv e a

part of eac h blo c k to the list's essen tial data, e.g. p oin ters to the previous

and next elemen t in the list. The previous-p oin ter is not strictly necessary ,

but con v enien t, when remo ving an elemen t from a link ed list. In the ev en t

of scanning through a link ed list, it is necessary to remem b er the last visited

elemen t, i.e. where y ou came from, if a previous-p oin ter do es not exist. W e

will target the scan op eration in the follo wing examination of the metho ds

and pa y no atten tion to the implemen tation at this time.

First Fit

First Fit �ts data in to memory b y scanning through a v ailable memory blo c ks

from the b eginning to the end. It stops searc hing once a big enough free blo c k

is found and allo cates the requested amoun t of memory out of that blo c k.

An y left o v er is sa v ed as a new free memory blo c k, i.e. no in ternal fragmen ta-

tion is dev elop ed. Ho w ev er, external fragmen tation is v ery common to First

Fit, b ecause the splitting of larger blo c ks will o ccur often. The imp ortan t

thing to notice ab out First Fit is that it alw a ys, whenev er an allo cation is

to b e made, searc hes from the the b eginning of memory and stops once a

useful blo c k has b een found. [F OLDoC05b ]
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Best Fit

Best Fit tries to reduce the amoun t of external fragmen tation b y �nding

the b est place to allo cate memory . Most often, the pro cedure is to use the

smallest space whic h is big enough, i.e. minimize the w asted space at the

end of the blo c k b eing allo cated. Best Fit is, ho w ev er, not limited to that

sp eci�c pro cedure, th us other de�nitions of b est are allo w ed. A t the exp ense

of a slo w er and sligh tly more complex routine, more data can b e allo cated

o v erall b y minimizing the amoun t of w asted space. Best Fit has to tak e ev ery

a v ailable blo c k in to consideration and therefore ends up b eing slo w er than

First Fit. [F OLDoC05a ]

Next Fit

This allo cation strategy is deriv ed from First Fit and only di�ers sligh tly .

Instead of alw a ys commencing the searc h for an a v ailable, large enough blo c k

at a �xed end of memory , Next Fit commences it's searc h wherev er it pre-

viously stopp ed searc hing. The strategy is also kno wn as �mo di�ed First

Fit�.

2.3.4 Buddy System

In a Buddy System, only blo c ks of certain sizes are allo cated. The blo c k sizes

dep ends on the Buddy System b eing used, i.e. other Buddy Systems than

the w ell-kno wn binary do es actually exist. W e will explore binary buddies,

Fib onacci buddies, and w eigh ted buddies. Binary buddies and Fib onacci

buddies are nearly similar and only di�er in their c hoice of blo c k sizes. The

w eigh ted buddies, ho w ev er, are a deriv ation of the binary buddies, o�ering

more �exibilit y when splitting and coalescing blo c ks.

A common b eha viour of the Buddy Systems is the w a y that information

ab out free blo c ks is stored. The Buddy System has man y �free lists�, one

for eac h p ermitted size. Eac h free list con tains the free blo c ks of a sp eci�c

size, e.g. w e could ha v e a list with free 16 kB blo c ks and a list with free 8

kB blo c ks. In the ev en t of memory allo cation, the allo cator rounds up the

requested size to the nearest size p ermitted b y the Buddy System. If the free

list for that size is empt y , the allo cator lo oks in the next free list and splits

a blo c k from that list to accommo date the request. The next free list is the

list con taining blo c ks of one greater order than the previous list. After the

splitting, t w o free blo c ks of the requested size has b een put in to the original

list, hence the allo cator returns to its �normal� b eha viour and allo cates one

of them.

The Buddy System attempts to merge adjacen t blo c ks in to ones of a

larger p ermitted size, when blo c ks are freed. This action is called coalescing.

It is easy to coalesce free blo c ks if the free lists are stored in order of address,

i.e. the order of elemen ts in a free list is based on the blo c ks' lo cations in
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memory , whic h the elemen ts k eep trac k of. That order mak es it p ossible to

scan through eac h list only a single time when detecting adjacen t blo c ks.

Ho w ev er, in the case of freeing, it ma y not b e necessary to scan through a

whole list. A djacen t memory can b e disco v ered just b y lo oking at neigh b our

elemen ts of the elemen t inserted b y the free pro cess. [RL01a ]

Binary Buddy System

This allo cation sc heme alw a ys allo cates blo c ks whose size is a p o w er of t w o,

e.g. 16 B, 32 B, 64 B, ... 64 kB. F or example, if a blo c k of 26 B is requested,

the allo cator will �nd a blo c k of 32 B. If there is no blo c k of 32 B a v ailable,

the allo cator will allo cate a blo c k of 64 B and split it in to t w o blo c ks of 32 B.

One of the blo c ks will b e used to satisfy the original request and the other

blo c k will b e added to the 32-b yte free list. A similar example is illustrated

in Figure 2.7. A deallo cation example featuring coalescing is illustrated in

Figure 2.8. [Eng05 , RL01a]

32 kB

32 kB

32 kB

32 kB

64 kB

32 kB

16 kB

16 kB

16 kB8

88

16 kB

2x8 kB + 16 kB + 32 kB split

2x16 kB + 32 kB split

2x32 kB split

32 kB

64 kB

16 kB

8 kB

empty

...

...

...

6 kB allocated

Free List

Allocation Table

6 kB at address x

Figure 2.7: Allo cation of a 6 kB blo c k in a Binary Buddy System

Fib onacci Buddy System

Opp osed to the binary system, the blo c k sizes used b y the Fib onacci Buddy

System follo w the Fib onacci series, e.g. 16, 32, 48, 80, 128, 208, ... B.

It is a prop ert y of the Fib onacci series that eac h n um b er is the sum of

the t w o preceding n um b ers. The adv an tage is closer blo c k sizes, whic h is

crucial, b ecause it impro v es the c hances of matc hing an application's need
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32 kB8

16 kB allocated
8 kB allocated

Free List

32 kB8 8

Coalescing 8 kB buddies

32 kB16 kB

8 kB

32 kB

32 kB

16 kB

Free List

16 kB 32 kB16 kB

Deallocates 8 kB block

Deallocates 16 kB block

Coalescing 16 kB buddies

32 kB32 kB

Coalescing 32 kB buddies

64 kB Free List

64 kB

Figure 2.8: Deallo cation of a 8 kB and a 16 kB blo c k in a Binary Buddy

System

for memory in terms of blo c k sizes. The partitioning of memory using the

Fib onacci Buddy System is illustrated in Figure 2.9. [RL01a ]

W eigh ted Buddy System

The W eigh ted Buddy System uses t w o series of size classes: binary buddies

and three-times-p o w er-of-t w o buddies. The latter is calculated using 3 � 2k
,

where k 2 f 0; 1; 2; :::g. Consequen tly , the sizes of three-times-p o w er-of-t w o

buddies are 3, 6, 12, 24, ... B. The w eigh ted Buddy System giv es more

�exibilit y to the memory managemen t than a regular Binary Buddy System,

b ecause the allo cator ma y split blo c ks in t w o di�eren t w a ys. The same
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208

80 128

32 48 48 80

16 16 16 32 16 32 32 48

Figure 2.9: Some p ossible partitions of memory using the Fib onacci Buddy

System. In this example, allo w ed blo c k sizes are 16, 32, 48, 80, 128, and 208

b ytes.

applies for coalescing. Th us a blo c k ma y b e split in to either t w o blo c ks of

size

1
2a or one blo c k of size

1
3a and one blo c k of size

2
3a, where a is the

original blo c k size. F or example, a blo c k of size 12 ma y b e divided in to t w o

blo c ks of size 6 or one blo c k of size 4 and one blo c k of size 8. Compared to

the binary and Fib onacci Buddy Systems, this allo cation sc heme mak es it

ev en easier to matc h an application's need for memory with regard to blo c k

sizes. [RL01b ]

F ragmen tation in a Buddy System

The c hosen blo c k sizes strongly a�ect the op eration of a Buddy System. It

is hard to predict ho w the c hosen blo c k sizes in teract with t ypical requests

for memory and what the pattern of returned blo c ks is. Hence it is hard to

c ho ose �correct� blo c k sizes. It not p ossible to predict the patterns, b ecause

not only the k ernel, whic h is written b y us, will b e serv ed b y the memory

manager. User programs, written b y a third part y , also calls the memory

manager and ma y cause an y p ossible con ten ts in the freelists.

T ypically , the rounding leads to a signi�can t amoun t of w asted mem-

ory (in ternal fragmen tation). The in ternal fragmen tation can b e minimized

b y reducing the in terv als b et w een the p ermitted blo c k sizes. A Buddy Sys-

tem giv es a mixture of in ternal and external fragmen tation and, dep ending

on the c hosen blo c k sizes, it will reac h a go o d result. Unfortunately , as

w e ha v e p oin ted out, it is not straigh tforw ard to set up an ideal con�gura-

tion. [RL01a ]

2.3.5 Summary

When deciding what memory managemen t sc heme to implemen t for Y AMOS

a few things came up for consideration. First, w e m ust admit that w e are

not exp erienced programmers, so c ho osing a v ery complicated sc heme ma y

stop us from getting an ywhere at all. Ho w ev er, our lev el of am bition is high,

meaning that w e w an t to implemen t a b etter memory managemen t strategy
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than the w ell-kno wn op erating systems for LEGO Mindstorms lik e Bric kOS

and ChaOS. W e decided on a compromise, whic h hop efully enables us to

ac hiev e the am bitious solution: W e b egin b y implemen ting an easy sc heme

to learn ab out programming the R CX, and after that w e will implemen t a

more complicated sc heme. W e ha v e c hosen to implemen t Next Fit and the

Binary Buddy System, in that order.

The reason for c ho osing Next Fit in preference to First Fit and Best Fit is

the dra wbac ks of the latter metho ds. First Fit tends to dev elop more external

fragmen tation than the other straigh tforw ard metho ds, and w e susp ect that

Best Fit is slo w er than the other straigh tforw ard metho ds, b ecause it has

to tak e ev ery a v ailable blo c k in to consideration. Ev en though our am bitions

are high, w e c ho ose not to implemen t the W eigh ted Buddy System due to

its apparen t complexit y .

The design part of the rep ort deals with our considerations regarding

data structures and algorithms for the t w o sc hemes. Another imp ortan t

asp ect when designing an OS is the task manager, whic h will b e discussed

next.

2.4 T ask Managemen t

A task manager is a basic requiremen t in an y op erating system. The task

manager is resp onsible for managing and sc heduling activ e tasks in an op er-

ating system.

In the early 1960s the b eginning of computers, a computer could still only

run a single giv en program at a time. This caused long w aiting time, when

external devices w ere accessed, suc h as a prin ter. Therefore new tec hniques

w ere in v en ted to prev en t the long w aiting times and instead maximize the

CPU usage. Ov er time, these new approac hes on ho w to maximize the CPU

usage has lead to m ultitasking among other tec hniques. [oC]

2.4.1 Multitasking

Multitasking is the abilit y to execute sev eral tasks, used as a general term for

pro cesses and threads, concurren tly . This means that t w o or more tasks can

b e running within the same p erio d of time, but giv en a sp eci�c time, there

can b e only one task running. When m ultiple tasks are running concurren tly ,

the tasks are at di�eren t times giv en the CPU and other resources required

for I/O. Then, b y switc hing rapidly b et w een the executed tasks, it seems as

the tasks are running in parallel.

Since sev eral tasks can b e executed within the same p erio d of time, they

need to b e sc heduled to run. This is done b y the sc heduler, see Section 2.4.3,

whic h can ha v e v arious tec hniques for deciding when to run the di�eren t

tasks, all dep ending on the t yp e of m ultitasking that is used b y the op erating
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system. In general, the t yp es of m ultitasking can b e split in to preemptiv e

m ultitasking and co op erativ e m ultitasking . [Enc05 , W eb05 , Lo v05 ]

Preemptiv e Multitasking

In preemptiv e m ultitasking, a task can b e preempted, whic h means to sus-

p end it in v olun tarily . Preemption of a task o ccurs, when an in terrupt arises

and forces the running task to giv e up the CPU and go in to a w aiting state,

see Section 2.4.2. This prev en ts a task from monop olizing the CPU and en-

ables the system to tak e action almost immediately , when in terrupts arise.

Among other things, this b ecomes apparen t through short resp onse time on

input from the user. F or that reason, preemptiv e m ultitasking is used in

most mo dern op erating systems. [Lo v05 ]

Co op erativ e Multitasking

In co op erativ e m ultitasking, the sc heduler will not susp end tasks, instead the

tasks themselv es decide when to yield, whic h means to susp end v olun tarily .

It has some dra wbac ks that the op erating system can not susp end tasks,

e.g. it is p ossible for a task to monop olize the CPU, whic h can prev en t

user in terrupts from b eing noticed. Also if a task for some reason hangs, the

en tire system will hang, as the task nev er yields and mak e the CPU a v ailable

for other tasks. [Lo v05 ]

2.4.2 Handling Pro cesses

A pro cess can b e de�ned as a program in execution. As stated in Sec-

tion 2.4.1, only one pro cess can b e running at a time. Since w e w an t m ulti-

ple pro cesses running, w e m ust organize the pro cesses in structures in order

to switc h b et w een them. Also eac h pro cess will need to ha v e a state set,

making it p ossible to see e.g. when they are running, w aiting, or ready to

run. F urthermore, a Pro cess Con trol Blo c k (PCB) is needed. The PCB

con tains imp ortan t information ab out the pro cess, e.g. the previously men-

tioned state could b e stored in the PCB. The PCB also stores information

ab out the data connected to the pro cess in the form of a memory stac k. A

priorit y used for sc heduling purp oses could also b e supplied in the PCB.

2.4.3 Sc heduler

The sc heduler is used for determining when pro cesses can run. It is also

resp onsible for calling the dispatc her that mak es con text switc hes, whic h in-

v olv es susp ending a running pro cess and freeing the CPU for other pro cesses.

The calculation is often done using a priorit y-based sc heduling algorithm.

This means that for eac h running pro cess a v alue within a priorit y range

is calculated, ho w ev er, for real-time priorit y tasks, static priorit y v alues are
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often used. The higher priorit y a pro cess gets the more time it will b e as-

signed. It seems logically , ho w ev er, it is not a trivial task to calculate a

pro cess priorit y . Some of the issues that m ust b e put in to consideration are

I/O-b ound and pro cessor-b ound pro cesses. [Lo v05 , Eng05 ]

I/O-Bound Pro cesses

I/O-b ound pro cesses are c haracterized as pro cesses that will run only for a

short p erio d of time, b efore they will b e w aiting for I/O requests again, and

thereb y blo c king the system most of the time. The sc heduler will then assign

short time slices for I/O-b ound pro cesses but v ery frequen tly . [Lo v05 ]

Pro cessor-Bound Pro cesses

Pro cessor-b ound pro cesses will b e using most of their time making calcula-

tions using the CPU e�cien tly . They will seldomly w ait for I/O requests,

therefore the b est conditions for pro cessor-b ound pro cesses are long time

slices. Ho w ev er, they cannot ha v e time slices assigned to them as frequen tly

as I/O-b ound pro cesses, since it will lo ok lik e the system is not resp onding

to in terruption b y the user. [Lo v05 ]

2.4.4 Sc heduling Algorithms

Sc heduling pro cesses e�cien tly is not as simple as it could seem, as w e ha v e

to b ear the follo wing concepts in mind:

� Priorities: Prioritize the pro cesses to handle the most imp ortan t �rst,

e.g. priorities for real-time pro cesses is a m ust in order to handle the

most imp ortan t �rst

� F airness: The sc heduling m ust b e fair to a v oid starv ation, this means

all pro cesses need time to run or pro cesses will stop resp onding

� Pro cessor-b ound optimization: Pro cessor-b ound pro cesses run optimal

with long time slices, but this can mak e the system less resp onsiv e

� I/O-b ound optimization: I/O-b ound pro cesses can result in lo w er uti-

lization of the CPU as they go in to a w aiting state

� Optimization: Preemption of pro cesses, e.g. I/O-b ound pro cesses ha v e

to b e handled quic kly , when they w ak e up, or long resp onse times ma y

o ccur

Man y sc heduling algorithms exist. W e ha v e in the follo wing sections

classi�ed some of the b est kno wn algorithms to accen tuate their strengths

and w eaknesses in order to �nd an appropriate w a y of making our sc heduler.
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Batc h Sc heduling Algorithms

Batc h sc heduling algorithms sc hedule jobs in order so that other pro cesses

will b e able to use the CPU, when the running pro cesses access I/O devices.

Common batc h sc heduling algorithms are: First-come-�rst-serv e, Shortest-

job �rst, Shortest remain time next, and Three-lev el sc heduling. [Lon05 ]

First-Come-First-Serv e (F CFS) F CFS is one of the simplest forms of

sc heduling. It basically w orks as a FIF O queue, where the �rst task added

to the queue is run. The next task in the queue will then ha v e to w ait

for the curren tly running task to cease its execution. The algorithm is non

preemptiv e and it is fair to all pro cesses, since it eliminates starv ation of

pro cesses. Ho w ev er, it has a p o or p erformance, since some of the late arriv ed

pro cesses will exp erience a long dela y b efore b eing run.

Shortest-Job First (SJF) SJF is an algorithm that fa v ors the pro cesses,

whic h ha v e the shortest estimated running time b efore completion, also called

the smallest CPU burst. By default, SJF is non preemptiv e, ho w ev er, pre-

emptiv e sc heduling can b e applied to this algorithm, whic h is kno wn as the

shortest remain time next (SR TN) algorithm. The problem with SJF is that

the estimated running time of a pro cess m ust b e kno wn, whic h is di�cult

to predict. It is not suitable for time sharing systems, b ecause reasonable

resp onse time m ust b e guaran teed. [Muh05 ]

Real-Time Sc heduling Algorithms

Real-time sc heduling algorithms serv e the purp ose of ensuring that critical

tasks are executed within a giv en time/deadline. T asks with higher priorit y

can preempt tasks that are less imp ortan t b y setting deadlines in fa v or of

the more imp ortan t tasks. A deadline is a parameter that states at what

time a pro cess m ust ha v e completed its execution.

Real-time systems are split in to t w o general categories, hard real-time

systems and soft real-time systems . The di�erence b et w een these t w o t yp es

of systems is that in hard real-time systems, the deadlines m ust b e met, and

in soft real-time systems, the deadlines should b e met.

In the follo wing section w e will in tro duce t w o of the commonly used real-

time sc heduling algorithms, rate monotonic sc heduling and earliest deadline

�rst. Ho w ev er, b efore diving in to real-time sc heduling algorithms, some ter-

minology should b e in tro duced.

� T ask p erio d, Ti for task i . This is the task's request rate, de�ned as

the minim um time b et w een pro cess releases/switc hes.

� T ask priorit y Pi for task i . The tasks priorit y . This v alue is usually

calculated as a measure of the task's p erio d Ti .

� Pro cessor utilisation U , the total utilisation of the pro cessor denoted

in p ercen t %. If U is calculated to b e ab o v e a �safe� threshold for a
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set of task's execution, these tasks will b e sc heduled in the next time

slice.

� The w orst-case computation time for task i , Ci .

Rate Monotonic Sc heduling (RM) Rate Monotonic is referred to as a

preemptiv e static sc heduling algorithm that assigns priorities to tasks b y

their request rates or p erio ds. T asks that request pro cessor time often get

assigned higher priorities, while tasks that rarely request time are assigned a

lo w priorit y . RM uses constan t �xed sized time slice in terv als, th us the time

slice in terv als can b e, and are, assigned to tasks b efore execution and these

do not c hange o v er time.

When using Rate Monotonic sc heduling, eac h task is assigned a unique

priorit y based on the task's p erio d T. A shorter p erio d means a higher pri-

orit y P that is Ti < T j ) Pi > P j . T able 2.9 sho ws four tasks, their p erio ds,

and their calculated priorities, 4 b eing the highest priorit y [BW01 ]. This

means that when using RM sc heduling, the user m ust supply a p erio d for

eac h task so that a priorit y P can b e determined.

T ask P erio d, T Priorit y , P
a 25 4

b 105 1

c 42 2

d 35 3

T able 2.9: Example of priorit y assignmen t

Systems that implemen t RM sc heduling ha v e b een sho wn to giv e a pro-

cessor utilization for n tasks that is the follo wing [But97 ]:

U(n) = n(21=n � 1)

U(n) asymptotically con v erges to ln (2) , whic h yields appro ximately 69%

for n ) 1 tasks [But97 ]:

lim
n!1

U(n) = ln (2) � 69%

This means that RM guaran tees that a n um b er of tasks n is sc hedulable,

meaning that they can b e sc heduled within a time slice if the total pro cessor

utilization U do es not exceed a v alue of 69%. If a n um b er of tasks n w ere

to utilize more than 100% of the CPU, this w ould yield a non-sc hedulable

situation.

Ho w ev er, this do es not mean that the sc hedulabilit y is not p ossible if U
for an arbitrary n um b er of tasks n is larger that 69%. It merely states that

the sc hedulabilit y is not necessarily feasible. If sc hedulabilit y is not p ossible,

the execution that is feasible within a time slice is executed and the rest is
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mo v ed to the b eginning of the next time slice, giving a longer dela y on other

task's execution times [But97 ]. The follo wing example, T able 2.10, sho ws

the situation when a set of tasks is non-sc hedulable within a time slice. Note

that the calculations for U has b een done b y the follo wing equation, that

calculates the utilization for a single task [But97 ]:

U =
C
T

T ask P erio d, T Computation time, C Priorit y , P Utilization, U
a 100 24 1 0,24

b 40 10 2 0,25

c 30 10 3 0,33

T able 2.10: Non-sc hedulable task set

In this example, the computation time C is a measure of the time needed

to compute the task. The utilization b ound U is computed b y calculating

the w orst-case computation time C divided b y the p erio d T , whic h is de-

�ned as the minim um time b et w een pro cess releases/switc hes. In T able 2.10

the com bined utilization is 0; 82 (82%). Ho w ev er, the ab o v e threshold is

computed to b e 3(21=3 � 1) = 0 :78 (78%) for the three tasks so the task

set presen ted in T able 2.10 is not sc hedulable within a time slice, th us some

computation w ould b e mo v ed in to the next time slice [BW01 ]. A situation

where the task set w ould b e sc hedulable within a time slice, the situation

could b e as in the follo wing task set.

In this case, the com bined utilization, whic h is yielded b y adding U for

task a, b, and c is 0; 78 that corresp onds exactly to the ab o v e threshold,

whic h w as also calculated to b e 0; 78 (78%). Figure 2.10 illustrates the

sc heduling time line for T able 2.11.

Earliest deadline �rst (EDF) Earliest Deadline First is a preemptiv e dy-

namic sc heduling p olicy that c ho oses the task, with the earliest deadline, to

executed. If another task, with an earlier deadline, exists, the curren tly ac-

tiv e task b ecomes preempted and the task with the earlier deadline b ecomes

activ e.

EDF do es not, as opp osed to Rate Monotonic, mak e an y assumptions

on the p erio dicit y of the tasks, th us EDF can b e used for p erio dic and non-

p erio dic task sc heduling.

T ask P erio d, T Computation time, C Priorit y , P Utilization, U
a 100 24 1 0,24

b 40 10 2 0,25

c 35 10 3 0,29

T able 2.11: Sc hedulable task set

P age 42 of 143



Chapter 2: Analysis

a

b

c

Executing

Pre-empted

0 140

10

10

15 15 15

10

10 10

10 10

5

20

7035 105
Time

Task

Figure 2.10: Example of sc heduling using Rate Monotonic on a sc hedulable

set of tasks

Using EDF allo ws for eac h task to utilize the pro cessor time up to 100%.

Theorem 1. A set of p erio dic tasks is sc hedulable with EDF if and only ifP n
i =1

Ci
Ti

� 1

Theorem 1 states that if the w orst-case computation time C1::Cn for the

giv en tasks t1::tn is less than or equal to the total capacit y of the pro cessor

T1::Tn then all deadlines will b e met.

This test ensures that the pro cessor can b e utilized at up to 100% capac-

it y . Ho w ev er, unlik e Rate Monotonic, w e cannot sc hedule tasks using �xed

priorities. [BW01]

In teractiv e Sc heduling Algorithms

The goals of in teractiv e sc heduling algorithms are to enable short resp onse

times for user requests. An example on the R CX could b e to minimize

the resp onse time, when a user presses a button. Common in teractiv e

sc heduling algorithms are round robin, priorit y based sc heduling, m ulti-lev el

queues sc heduling, shortest pro cess next, guaran teed sc heduling, and lottery

sc heduling [Lon05 ]. W e will describ e some of these in the follo wing sections.

Round Robin (RR) In Round Robin sc heduling, eac h pro cess is assigned a

certain time slice, also called a quan tum, to run. When a pro cess is running,

it can either use up its assigned time slice and get preempted, or it can blo c k

and thereb y yield the CPU to another pro cess. The running pro cess is then

put bac k in to the queue of ready pro cesses. RR is a preemptiv e algorithm

and is suitable for timesharing system. Setting the time slice length is a

non-trivial task, that could b e tested b y exp erimen ting with di�eren t time

slice in terv als, and is imp ortan t for making the algorithm e�cien t.
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Priorit y based sc heduling

Priorit y based sc heduling has already b een men tioned in Section 2.4.3. It is

a preemptiv e algorithm whose main purp ose is to rank pro cesses and as a

general rule the pro cess with the highest priorit y runs next. The algorithm

is referred to as m ulti-lev el queues sc heduling , when it implemen ts m ultiple

queues. Also it is p ossible to include round robin within the queue. It is

not predetermined ho w the priorities are calculated. Therefore man y algo-

rithms for recalculating the priorities exist. Priorit y based sc heduling can

furthermore b e extended with the aging concept to pro vide e�cien t means

of eliminating starv ation issues. The concept of ageing is explained in the

next section.

Ageing The concept of ageing w as dev elop ed to prev en t starv ation of pro-

cesses. The idea is that the all the pro cesses has a priorit y and the pro cess

with the highest priorit y is giv en a time slice. When that pro cess has com-

pleted its execution, the pro cess' priorit y is decremen ted, so ev en tually the

pro cesses that started with a lo w priorit y preempt the pro cesses, whic h orig-

inally had a higher priorit y . [PD01 ]

An example is illustrated in Figure 2.11. The di�eren t pro cesses are

denoted with the use of the colours red, blue, y ello w, and green. In step (a)

the red pro cess has priorit y 5, th us it is giv en the �rst time slice. In (b) the

red pro cess' priorit y has b een decremen ted to 4. In step (c) it can b e noticed

that the red pro cess has again decreased in priorit y , furthermore a green

pro cess has b een inserted in to the sc heduling queue. The green pro cess has

a priorit y of 2 and is therefore not inserted at the head of the queue. In step

(e) the red pro cess has �nished its execution and is therefore remo v ed from

the sc heduling queue. In step (h) the blue pro cess has lik ewise �nished its

execution and is remo v ed from the queue. The situation depicted results in

a somewhat equal distribution of time slices to the pro cesses based on their

priorities.

2.4.5 Summary

Based on the asp ects of analysing di�eren t sc heduling algorithms, w e ha v e

concluded that implemen ting a real-time algorithm, whic h originally w as

our plan, will b e to o troublesome. The reason for this is that w e w ould ha v e

to supply eac h task with a deadline, and with rate monotonic sc heduling

w e w ould also ha v e to supply a p erio d, P for eac h task. Calculating these

parameters is a non-trivial problem. It w ould require us to measure the

running time of our tasks and based on those results set the deadlines. W e

ha v e c hosen not to implemen t a real-time based solution.

Instead w e ha v e c hosen to implemen t an in teractiv e sc heduling algorithm,

in our case a priorit y-based round-robin sc heduler using aging to prev en t
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Figure 2.11: Example of a sc heduling p olicy using ageing

starv ation of pro cesses. Ho w ev er, to accommo date our initial real-time am-

bitions to some degree, w e ha v e c hosen to divide our priorities in to three

categories. User priorities are aged and, as a result, preempt other user pri-

orit y tasks, when the priorities allo w for this to happ en. Real-time priorities

are not aged and as a result starv e all user priorit y tasks. Note that w e

will b e using these priorities with caution. Ho w ev er, if t w o real-time priorit y

tasks ha v e the same priorit y , these t w o tasks will preempt eac h other. Fi-

nally , w e ha v e c hosen to implemen t a single priorit y lev el, en titled the k ernel

priorit y . This priorit y lev el is similar to real-time priorities with the only

di�erence that tasks giv en this priorit y will complete their execution with-

out b eing preempted b y an y other tasks, regardless of their priorities. More

information ab out these priorit y lev els are giv en in the design part of this

rep ort in Section 3.3.1. In order to run the task manager, w e need a timer

that will rep eatedly call the task manager, when a certain amoun t of time

has passed. This mak es timers essen tial in an op erating system. Timers are

also needed to k eep trac k of ho w long pro cesses ha v e b een sleeping. The

next section will discuss timers and their use.

2.5 Timer

Opp osed to ev en t-driv en pro cesses that need to react on ev en ts suc h as a

ligh t-sensor, there are also pro cesses that need to react after some sp eci�c

p erio d of time, or at a sp eci�c time. These time-driv en pro cesses need a

signal from the op erating system timer to resp ond. The e�ects of this will

b e discussed further in the implemen tation c hapter.
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2.5.1 Utilizations of Time

Man y pro cesses exist in a computer system that are required to kno w the

time that passes during their execution. F or instance, a w ashing mac hine

could b e used as an example: If the mac hine w ashed y our clothes for to o

long, they could b e damaged as a result of shrink age. If the mac hine w ashed

the clothes for to o short p erio d of time, the desired result w ould not b e as

desired.

In a m ultitasking en vironmen t, b oth the user pro cesses and the op erating

system needs a w atc h to k eep trac k of time. Supp ose y ou w ere running an

op erating system on an X-ra y scanner, and its only running pro cess crashed.

Supp ose this pro cess acciden tally w as the one resp onsible for turning the

b eams on and o�, the op erating system w ould not b e able to turn o� the

b eams after a prede�ned timeout. In this case, it w ould cause harm to the

patien t.

As w e shall see, there are sev eral uses for a timer:

� Measuremen t: Pro cesses m ust b e able to measure the time from one

instruction to another

� Coun tdo wn: Lik e in the w ashing mac hine example ab o v e, pro cesses

need to b e �a w ak ened� within a timed in terv al

� Sc heduling: The k ernel needs its o wn sp ecial timer to manage the

pro cesses in a m ultitasking en vironmen t

� W atc hdog: The w atc hdog timer c hec ks if all the pro cesses runs nor-

mally and do not exhibit unexp ected b eha viour. Usually , the w atc hdog

timer simply resets the CPU if the program coun ter has not c hanged

for a while. This feature is esp ecially useful in the X-ra y example.

In practice, n umerous di�eren t pro cesses can utilize sev eral di�eren t

timers. These timers m ust remain secluded from eac h other. This is a

requiremen t that m ust b e met b y the op erating system.

2.5.2 Hardw are Limitations

Ev ery micro pro cessor and micro con troller has sev eral indep enden t, hard-

w are con trolled timers. There ma y b e quite a few of these hardw are timers,

but it is most lik ely that the amoun t of timers is not su�cien t to pro vide an

indep enden t timer for eac h pro cess, including the k ernel. In our case, with

the H8/300 pro cessor, w e are limited to three indep enden t hardw are timers

(see Chapter 2.1.4 for more information).
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2.5.3 Virtual Timer

T o accommo date the pro cesses' timer requiremen ts, w e ha v e to virtualize

the timers, to pro vide indep enden t timer functionalit y from the users p oin t

of view to eac h pro cess that needs a timer.

As seen in the T able, on page 46, timer usages can b e split in to t w o

categories:

� System timer: This category con tains timers that are used b y the

k ernel to con trol v arious system resources. One of the most imp ortan t

resources that is shared b y timing in terv als, is the pro cessor, whic h

is con trolled b y the task sc heduler. System timer in terrupt routines

run more frequen tly than user timers, th us they yield more precise

readings.

� User timer: User timers are used for measuremen ts and in terrupted

w aiting, opp osed to busy w aiting. This category is not necessarily re-

quired to b e as precise as the system timer. Precision dep enden ts on

the application of the whole system. User timers are usually virtual-

ized.

But ho w do es virtualization of timers w ork? Figure 2.12 sho ws an ap-

proac h: If a user pro cess w an ts to w ait for a sp eci�c time, b efore con tin uing,

it simply calls the k ernel's timer con trol and instructs it to send a signal,

when the requested time has passed. The timer con trol pro vided b y the

k ernel writes that request in to a timer table, where the in terrupt routine for

the hardw are timer can read it.

2.5.4 Summary

As w e discussed ab o v e, the system timer runs at a v ery frequen t rate. There-

fore it is crucial that the n um b er of tasks utilizing the system timer are lim-

ited to only b eing the most imp ortan t ones. In our system, the only action

that has to b e done in the system timer routine is the task sc heduler.

W e stated earlier that the use of virtual timers has the adv an tage of

freeing dep endencies to the timer in terrupt routines and also giv es the p os-

sibilit y of adding new timer dep enden t pro cesses dynamically . But as the

system timer is optimized to run as fast as p ossible, and the system only

has one activ e pro cess needing the system timer, w e will b e tempted not to

virtualize the system timer. This means that w e call the functions that need

the system timer directly from the system timer in terrupt routine. That, of

course, will blo c k the in terrupts in that time and implicitly lead to blo c king

the system. Ho w ev er, this will not presen t a problem, since the only action

p erformed in the system timer is the sc heduling of our tasks. W e do not

w an t our sc heduling algorithm in terrupted at an y time.
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Figure 2.12: Virtualization of a timer

One thing that has great in�uence on the design of the timers and esp e-

cially the task manager is the issues in v olving concurrency . When m ultiple

programs are running concurren tly on a computer, man y problems ma y arise,

and all of them ha v e to b e dealt with. The next section will analyze these

issues.

2.6 Concurrency

Often t w o or more tasks need access to the same data or device for writing

or readding. Common problems that arise in systems supp orting resource

sharing in m ultitasking en vironmen ts are that op erations using resources can

usually not b e p erformed atomically . An atomic op eration is an op eration

that can b e executed as one single non-in terruptible instruction. If a task is

w orking with a resource and gets preempted, the resource can b e c hanged,

b efore the task is resc heduled again, leading to inaccurate calculations and

in some cases system crashes.

2.6.1 Race Conditions and Critical Sections

A sequence of instructions ma y result in erroneous results, if more than one

pro cess executes it at the same time. This is kno wn as a critical section.

There are three generic t yp es of critical sections:

� A ccess to the same data from di�eren t tasks
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� A ccess to a service - pro cess of a series of instructions that has to

succeed or fail as a single en tit y

� A ccess to pro cedure co de

The problem in the ab o v e examples is called race conditions, meaning

that t w o or more tasks are racing against eac h other in order to access

the shared resources. W e will b e lo oking at the follo wing race conditions:

Starv ation, deadlo c ks, and liv elo c ks.

Starv ation

Starv ation o ccurs when a pro cess is rep eatedly denied access to a resource.

This sc heme often o ccurs, when a pro cess is lo c king a resource forev er, or

higher prioritized resources do not free their lo c ks.

Deadlo c k

A deadlo c k o ccurs when t w o or more pro cesses prev en t eac h other from

pro ceeding. This happ ens, when eac h pro cess holds a resource that the other

needs and th us prev en ts the other pro cess from making an y progress. Since

none of the pro cesses is able to mak e an y progress, none of the allo cated

resources will ev er b e released, and the pro cesses will as a consequence get

stuc k.

F or a deadlo c k to o ccur, the follo wing four conditions m ust b e presen t:

� Mutual exclusion condition: A resource is either assigned to one pro cess

or it is a v ailable

� Hold and w ait condition: Pro cesses already holding resources ma y re-

quest new resources

� No preemption condition: Only the pro cess holding a resource ma y

release it

� Circular w ait condition: T w o or more pro cesses form a circular c hain,

where eac h pro cess w aits for a resource that the next pro cess in the

c hain holds

Deadlo c k A v oidance

A deadlo c k can b e a v oided if certain information ab out the pro cess is kno wn

in adv ance of the resource allo cation. F or ev ery resource request, the system

can c hec k if gran ting a memory request will mean that the system en ters

an unsafe state, whic h is a state that could lead to a deadlo c k. The system

then only gran ts requests that will lead to safe states. An algorithm used

for deadlo c k a v oidance is the Bank ers algorithm.
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When a new pro cess en ters the system, it m ust declare the maxim um

n um b er of instances of eac h resource t yp e that it ma y need. This n um b er

m ust not exceed the total n um b er of resources in the system. When a pro cess

request a set of resources, the algorithm determines, whether the allo cation

of these resources will lea v e the system in a safe state. If it gran ts it, the

resources are allo cated, otherwise the pro cess m ust w ait un til some other

pro cess releases enough resources. The algorithm w orks more sp eci�cally

lik e this:

� Chec k whether there will b e enough remaining resources after the re-

quest to satisfy the requiremen ts of at least one pro cess in the system.

If not, deadlo c k is p ossible.

� Pic k a pro cess whose resource requests can all b e satis�ed and consider

what the situation will b e, if it terminates and releases all its resources.

Rep eat b oth steps un til there is no more pro cesses to consider.

Bank ers algorithm w orks w ell on some systems, but on most systems it is

imp ossible to kno w in adv ance what resources a pro cess will request, meaning

that deadlo c k a v oidance is often imp ossible. [Eng05 ]

Deadlo c k Prev en tion

Deadlo c ks can b e prev en ted b y ensuring that one of the ab o v e four conditions

will not o ccur.

� Remo ving the m utual exclusion condition means that no one pro cess

ma y ha v e exclusiv e access to a resource

� Remo ving the hold and w ait condition will require the pro cesses to

request all the resources, they will need, b efore their initialization

� The no preemption condition ma y b e imp ossible to remo v e, b ecause a

pro cess has to b e able to hold a resource for a certain amoun t of time,

otherwise this could lead to inconsisten t pro cessing

� The circular w ait condition is the easiest to remo v e. A pro cess ma y b e

allo w ed to p ossess only one resource at a time, or a ranking ma y b e

imp osed suc h that no w aiting cycles are p ossible.

Deadlo c k Detection

A deadlo c k detection algorithm trac ks do wn circular w aiting and kills one

or more pro cesses, suc h that the deadlo c ks are remo v ed. A problem with

this metho d is that it will not b e p ossible to distinguish b et w een algorithms

that are w aiting for certain circumstances to o ccur and algorithms that will

nev er �nish b ecause of a deadlo c k.
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Liv elo c k

A liv elo c k is similar to a deadlo c k, except that the states of the pro cesses

in v olv ed constan tly c hanges with regard to the others. [Bru00 , Eng05 ]

2.6.2 Semaphore, Mutex, and Spinlo c k

One solution to the race condition problem is to allo w tasks to lo c k a resource.

A simple w a y to do this is b y disabling all the in terrupts and the sc heduler

when a task is in need of a resource. This approac h is e�ectiv e for the

running task, ho w ev er, far from e�cien t, if y ou w an t a m ultitasking system.

W e will lo ok at the follo wing lo c king mec hanisms that do not follo w the

ab o v e men tioned drastic approac h:

� Semaphore

� Mutual exclusion (m utex)

� Spinlo c ks

Semaphores

W e will in tro duce t w o t yp es of semaphores, Dijkstra's and the binary semaphore.

The Dijkstra Semaphore, also called a coun ting semaphore, is a generaliza-

tion of a m utex, devised b y Dijkstra, that has an in teger v alue greater than or

equal to zero. The t w o p ossible op erations on semaphores is usually kno wn as

w ait and signal . The w ait op eration susp ends the thread if the semaphore's

v alue is zero. If the semaphore's v alue is ab o v e zero, the w ait op eration

decremen ts the v alue. The signal op eration incremen ts the semaphore v alue

and w ak es up all the threads susp ended b y w ait on the giv en semaphore.

Other op erations b esides signal and w ait cannot manipulate or insp ect a

semaphore. w ait and signal primitiv es are assumed to b e atomic, meaning

they cannot b e in terrupted and eac h routine ma y b e treated as an indivisible

step.

The n um b er of threads that can en ter the critical section is the same as

the initial v alue of the semaphore. If the v alue w as 3, then three pro cesses

can en ter the critical section, but a fourth pro cess is denied access. Since

the idea of critical sections is to allo w only one thread to en ter at a time,

the idea of allo wing more pro cesses to pass a w ait op eration is only used in

tec hniques lik e the b ounded bu�er. The follo wing co de sample is a pseudo

co de of the w ait op eration for a coun ting semaphore.

The binary semaphore is exactly lik e a coun ting semaphore, except for

the follo wing:

� The semaphore v alue is restricted to 0 and 1. w ait succeeds only when

the semaphore v alue is 1. signal do es not c hange the semaphore v alue

when it is 1.
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1 W a i t ( S e m a p h o r e s )

2 {

3 w h i l e ( t e s t _ a n d _ d e c r e m e n t _ i f _ n o t _ z e r o ( s ) > 0 )

4 {

5 S u s p e n d ( ) ;

6 }

7 / / t h e o r i g i n a l v a l u e o f s w a s > 0 , s o i t i s s a f e t o

p r o c e e d

8 }

Binary semaphores are often used to implemen t coun ting semaphores.

The follo wing examples sho w the pseudo co de for the binary signal and w ait

op erations.

1 s i g n a l ( S e m a p h o r e s )

2 {

3 i f ( s < 1 )

4 {

5 s = s + 1 ;

6 }

7 }

8

9 w a i t ( S e m a p h o r e s )

10 {

11 t r y a g a i n :

12 i f ( s > 0 ) t h e n

13 s = 0

14 e l s e

15 {

16 g o t o t r y a g a i n ;

17 }

18 }

Semaphores can b e implemen ted as strong or w eak semaphores. A semaphore

is called strong, when the order of releasing the pro cesses from the queue is

�rst-in �rst-out (FIF O). The FIF O sc heme is the most fair release p olicy

and it guaran ties no starv ation and is used in most op erating systems. A

semaphore is w eak, when the order of releasing the pro cesses has not b een

sp eci�ed.

Mutual Exclusion

A Mutual Exclusion (m utex) is often de�ned as a synon ym for a binary

semaphore, but a few di�erences exists. A semaphore can b e signalled and

w aited for, while the task that has tak en the m utex is exclusiv ely allo w ed to

release it. If a task en ters the critical section, it tak es the m utex and releases

it again, when it lea v es. In case another task tries to en ter the m utex, when
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the �rst task holds on to it, that other task will b e blo c k ed. When the �rst

task lea v es the m utex, the system will un blo c k the blo c k ed task ed and it will

en ter the critical section and tak e the m utex. A m utex can b e recursiv e,

meaning that the o wner of the m utex can rep eatedly lo c k it. [Eng05 , Bru00]

Spinlo c k

Spinlo c ks are lo c king mec hanisms often used on m ultipro cessor systems, ho w-

ev er, they are also usable in all other kinds of con texts (k ernel calls, in terrupt

service routines, etc). The task that w an ts to get a spinlo c k tries to get a

lo c k shared b y all pro cesses. If it do es not get the lo c k, it k eeps trying (busy

w aiting) un til the lo c k is released. When inside a critical section lo c k ed b y

a spinlo c k, it is not wise to sleep or sp end a lot of time, since another task

could b e busy w aiting for the lo c k outside. [Bru00 ]

Three kinds of spinlo c ks exists:

� spin_lo c k and spin_unlo c k : The classic m utual exclusion sc heme, al-

lo wing in terrupts to o ccur while in the critical section

� spin_lo c k_irq and spin_unlo c k_irq : Lik e the ab o v e, just with in ter-

rupts disabled

� spin_lo c k_irqsa v e and spin_unlo c k_irqstore : Lik e the ab o v e, but

sa ving the curren t state �ag of the pro cessor

The follo wing pseudo co de is a basic m utual exclusion v ersion of a spin-

lo c k:

1 i n t s p i n l o c k ( s p i n l o c k l )

2 {

3 w h i l e t e s t _ a n d _ s e t ( l ) { } ;

4 } ;

2.6.3 Summary

In this section, four concurrency problems w ere discussed. Based on the

accum ulated information, w e ha v e c hosen to use binary semaphores for long

and short time critical sections. This c hoice is made, since w e only w an t one

pro cess in our critical sections at a time. Because the R CX unit do es not

ha v e a test and set instruction, w e ha v e to mask out the in terrupts ev ery

time an atomic set of op erations is needed.

In the design part of this rep ort, w e will start designing our semaphores

and other op erations needed b y them. Another issue with concurren t pro-

grams is the comm unication b et w een them, also called in terpro cess comm u-

nication (IPC), whic h will b e discussed next.
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2.7 In terpro cess Comm unication

In this section w e will lo ok at IPC. When running pro cesses, whic h wish to

comm unicate with eac h other, it cannot b e done using mere function calls.

The mec hanism used is called IPC and is implemen ted in to the system k ernel.

There are three IPC mec hanisms:

� Semaphores

� Message queues

� Shared memory

2.7.1 Semaphores

Semaphores describ ed in Section 2.6.2 can b e used for IPC. The comm u-

nication b et w een pro cesses, when using semaphores, can happ en through a

v ariable that stores the ID of the last pro cess that en tered the semaphore.

A pro cess can lo ok that v alue up and either en ter the semaphore or w ait for

a certain pro cess ID. Figure 2.13 sho ws t w o pro cesses comm unicating using

a semaphore.

Process
A

Process
BCritical Section

Semaphore

Kernel

Figure 2.13: IPC b et w een t w o pro cesses using a semaphore

2.7.2 Message Queues

Message queues are dynamically link ed lists of messages. A mailb o x mec h-

anism handles the messages and pro vides t w o routines. One routine will b e

used to send a message and the other to receiv e. The messages are stored in

one or more queues that the running pro cesses can lo ok in, see Figure 2.14.

IPC messages can b e v ery simple and only con tain information ab out

the receiv er and sender. T o a v oid confusion in the system, a t yp e and a

�xed size is added. Simple messages can b e used to con trol pro cess �o w, and

ma y b e view ed as signals b et w een pro cesses. Since additional information

lik e commands and function parameters can b e added to IPC messages, a

memory o v erhead can b e created if only one t yp e of message is supp orted.
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When dealing with messages, concurrency problems arise. The sending

and receiving pro cesses needs some kind of sync hronization telling them at

what time to send and lo ok for messages.

Process
A

Process
B

Send Receive

Message Queue

Kernel

Figure 2.14: IPC b et w een t w o pro cesses using a message Queue

The IPC primitiv es can b e designed and implemen ted in di�eren t w a ys,

ho w ev er, the c hoice ma y ha v e certain e�ects on the task sc heduling. The

di�eren t w a ys are listed here:

� Blo c king : When sending a message, the sending task is blo c k ed un til

the receiv er accepts the message, and similarly the other w a y around.

If b oth sender and receiv er tasks are blo c k ed in their IPC commands,

they are called sync hronized.

� Non-blo c king : Sender and receiv er are not blo c k ed and there is in-

complete sync hronization. The e�ect of this is that the sender will not

kno w when the receiv er will get the message, and the receiv er do not

kno w if the sender is in the same state when getting the message.

� Blo c king with timeout : The tasks w ait with their IPC commands

for a sp eci�ed maxim um time.

� Conditional blo c king : The tasks blo c k their IPC commands only if

a certain condition is ful�lled.

IPC messages can b e sen t and receiv ed in di�eren t w a ys. When c ho osing

a metho d, it is imp ortan t to kno w, what information the pro cesses ha v e

ab out eac h other:

� Named connection : Sender and receiv er kno w ab out eac h other and

is able to call eac h other b y name. The sender �lls in the unique

iden ti�er of the receiv er in its send function, and vice v ersa. This

sets up a connection b et w een the t w o pro cesses similar to a telephone
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system. This connection can b e one-to-one or one-to-man y , man y-to-

one, man y-to-man y .

� Broadcast : The sender sends its message to all listeners, and they

tak e the message if they need it. Using broadcast, the senders do not

kno w, whic h receiving pro cesses that use the messages.

� Blac kb oard : A blac kb oard mec hanism stores all messages from the

senders. The receiv ers lo ok at the blac kb oard and �nd the messages

they need.

� Message and Mailb o x : Messages and mailb o xes allo w the sender

to send data in c h unks limited b y the memory of the bu�er allo-

cated. The message can con tain information ab out its size, t yp e, and

sender. [Bru00 ]

2.7.3 Shared Memory

T w o or more tasks can exc hange information b y reading and writing to the

same segmen t of memory . One of the adv an tages of shared memory is that

the data exc hange tak es place without cop ying the data. The shared memory

m ust b e reserv ed b y the OS and lo c k ed in to a distinct place in RAM. If a

pro cess wishes to kno w an ything ab out the data inside the shared segmen t

of memory , a proto col is needed. This proto col ma y b e a simple coun ter that

coun ts ho w man y times the memory has b een accessed or c hanged.

Shared memory is a go o d w a y to optimize the implemen tation of pro-

cesses sharing common co de; for example, m ultiple pro cesses whic h are exe-

cuting the same w ord pro cessor program can share memory segmen ts whic h

con tains the program co de so that only one cop y of the co de is in the memory .

Shared memory do es not ha v e a mec hanism that can prev en t race conditions

or read/write problems, so accessing shared memory should b e protected b y

semaphores or other lo c king mec hanisms. [Bru00 ]

Figure 2.15 sho ws a blo c k of memory shared b et w een t w o pro cesses.
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Process A's
view of memory

Shared
copy of
block

Memory
block

Memory
block

Physical
memory view of memory

Process B's

Figure 2.15: Memory blo c k shared b y t w o pro cesses

2.7.4 Summary

In this section w e ha v e seen ho w IPC can b e ac hiev ed b y the use of semaphores,

message queues, and shared memory . IPC a�ects ho w tasks b eha v e. When

using message queues, the senders and receiv ers need some kind of syn-

c hronization and that can b e ac hiev ed with or without the help of blo c king

metho ds. The w a y messages are passed b et w een the pro cesses can b e done

di�eren tly as w ell. Messages can b e sen t directly from one pro cess to an-

other, broadcasted out to ev ery pro cess in the system, or b y the use of a

blac kb oard. Pro cesses can comm unicate and mak e data exc hanges with the

help of shared memory . When using shared memory , lo c king mec hanisms

are needed to prev en t race conditions and other concurrency problems.

In Y AMOS w e will use IPC for user task comm unication. This will mak e

it p ossible to sync hronize t w o or more tasks, and get a distinct execution or-

der. Since w e are using semaphores to ensure m utex, w e will use semaphores

for IPC as w ell.

No w most of the asp ects in v olving op erating system design has b een

discussed. One thing still remains, though. That is the comm unication

b et w een user programs and the k ernel. The follo wing section will discuss

ho w a w orking Application Programming In terface (API) for an op erating

system can b e designed.
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2.8 API

T o b e able to comm unicate with the system k ernel, w e m ust supply the

user with an Application Programming In terface (API) that will function as

an abstraction la y er b et w een the k ernel and the user. Our API will allo w

the user to comm unicate with the system k ernel b y the use of prede�ned

functions, in our case C functions, supplied in the API's header �les.

Ho w ev er, b efore w e start designing and implemen ting our API, w e ha v e

c hosen to analyse the API's pro vided b y t w o existing op erating systems,

ChaOS and Bric kOS.

2.8.1 ChaOS

The API shipp ed with ChaOS pro vides the user with a simple in terface for

comm unicating with the system k ernel. The API uses similar, already exist-

ing C++ terminology , e.g. the C++ header �le stdlib.h is named stdlib.h in

the ChaOS API. This mak es it easier for the exp erienced C/C++ program-

mer to mak e use of the API.

In this analysis, w e ha v e c hosen to direct our atten tion to the libraries re-

garding pro cess con trol, memory managemen t, and motor con trol. [TKD

+
01a]

1 t y p e d e f v o i d ( � R u n n a b l e ) ( ) ; / / U s e r p r o c e s s

2 / / t y p e

3 t y p e d e f D w o r d ( � W a k e u p _ f u n c t i o n ) ( D w o r d ) ; / / W a k e u p f u n c t i o n

4 / / t y p e

5

6 c l a s s P r o c e s s _ m a n a g e r

7 {

8 p u b l i c :

9 / / s i n g l e t o n

10 s t a t i c P r o c e s s _ m a n a g e r& g e t _ i n s t a n c e ( ) ;

11

12 W o r d n e w _ p r o c e s s ( R u n n a b l e c o n s t r , P r i o r i t y p ,

13 W o r d s t a c k _ s i z e ) ;

14 v o i d k i l l ( W o r d p i d ) ;

15 s t a t i c v o i d y i e l d ( ) ;

16

17 v o i d w a i t _ e v e n t ( W a k e u p _ f u n c t i o n w f , D w o r d d a t a ) ;

18 v o i d r e s t a r t ( ) ;

19 v o i d s t o p ( ) ;

20 W o r d p r o c e s s e s ( ) c o n s t ;

21 } ;

Co de 1: pro cess_manager.h from ChaOS

The purp ose of Co de 1 is to con trol the system's activ e pro cesses. When

creating a new pro cess, it will b e set to Runnable meaning that the pro cess is

activ e and can b e executed. A priorit y is giv en, whic h is used for sc heduling
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purp oses. In ChaOS, the priorities di�er from 0, b eing the highest priorit y ,

to 7, b eing the lo w est. A stac k size is furthermore giv en, whic h is the pro cess'

memory space. This defaults to 512 B in ChaOS. [TKD

+
01b ]

The activ e pro cess ma y yield the pro cessor to other activ e pro cesses and

it can b e put in to a w ait mo de meaning that the pro cess w aits for pro cessor

resources to b e yielded to it. F urthermore, pro cesses can b e stopp ed and

restarted. Finally , the total n um b er of activ e pro cesses can b e returned b y

calling pro cesses .

1 c l a s s M e m o r y _ m a n a g e r

2 {

3 p u b l i c :

4 / / s i n g l e t o n

5 s t a t i c M e m o r y _ m a n a g e r & g e t _ i n s t a n c e ( ) ;

6

7 v o i d � m a l l o c ( c o n s t W o r d s i z e ) ;

8 v o i d f r e e ( v o i d � b l o c k _ s t a r t ) ;

9 } ;

Co de 2: memory_manager.h from ChaOS

Co de 2 pro vides the user with the w ell-kno wn C functions mallo c and

free . mallo c is used for allo cating memory of a giv en size and free is used to

release previously allo cated memory .

1 c l a s s M o t o r _ c o n t r o l

2 {

3 c l a s s M o t o r

4 {

5 p u b l i c :

6 v o i d o i d s e t _ s t a t e ( S t a t e s ) ;

7 v o i d s e t _ s p e e d ( S p e e d s ) ;

8 v o i d s e t _ s t a t e _ a n d _ s p e e d ( S t a t e s t , S p e e d s ) ;

9 } ;

10

11 p u b l i c :

12 s t a t i c M o t o r m o t o r _ A ;

13 s t a t i c M o t o r m o t o r _ B ;

14 s t a t i c M o t o r m o t o r _ C ;

15

16 / / s i n g l e t o n

17 s t a t i c M o t o r _ c o n t r o l & g e t _ i n s t a n c e ( ) ;

18

19 enum D e v i c e ;

20 enum S t a t e ;

21 enum S p e e d ;

22 } ;

Co de 3: motor.h
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Co de 3 is used to con trol the three motors of the R CX, denoted A, B,

and C. The user can set the motors' sp eed and state.

2.8.2 Bric kOS

The Bric kOS API also uses generic names for libraries and it is therefore easy

to grasp. Again w e will fo cus on task managemen t, memory managemen t,

and con trol of external equipmen t.

Opp osed to ChaOS, Bric kOS supplies the user with t w o di�eren t APIs;

one written in C and one written in C++ [Vil00]. In this w a y , b oth C

and C++ programmers are able to mak e programs for Bric kOS. It do es not

matter, whether w e lo ok at the C or C++ API in our examination, b ecause

the in v olv ed libraries are iden tical. [T ea05 ]

1 . . .

2 # i n c l u d e < t m . h >

3 # i n c l u d e < t i m e . h >

4

5 e x t e r n t i d _ t e x e c i ( i n t ( � c o d e _ s t a r t ) ( i n t , c h a r � � ) ,

6 i n t a r g c , c h a r �� a r g v , p r i o r i t y _ t

7 p r i o r i t y , s i z e _ t s t a c k _ s i z e ) ;

8 e x t e r n v o i d s h u t d o w n _ t a s k ( t i d _ t t i d ) ;

9 e x t e r n v o i d s h u t d o w n _ t a s k s ( t f l a g s _ t f l a g s ) ;

10 e x t e r n v o i d k i l l ( t i d _ t t i d ) ;

11 e x t e r n v o i d k i l l a l l ( p r i o r i t y _ t p ) ;

12 e x t e r n v o i d e x i t ( i n t c o d e ) _ _ a t t r i b u t e _ _ ( ( n o r e t u r n ) ) ;

13 e x t e r n v o i d y i e l d ( v o i d ) ;

14 e x t e r n w a k e u p _ t w a i t _ e v e n t ( w a k e u p _ t ( � w a k e u p ) ( w a k e u p _ t ) ,

15 w a k e u p _ t d a t a ) ;

16 e x t e r n u n s i g n e d i n t s l e e p ( u n s i g n e d i n t s e c ) ;

17 e x t e r n u n s i g n e d i n t m s l e e p ( u n s i g n e d i n t m s e c ) ;

18 . . .

Co de 4: unistd.h from Bric kOS

The purp ose of Co de 4, a reduced UNIX standard library , is to giv e

the abilit y to in teract with the task manager. The activ e pro cess can start

execution of a new task using execi , passing along sev eral v ariables including

priorit y and a list of parameters. The parameters are a function p oin ter to

the b eginning of the binary co de of the new task, a n um b er of argumen ts,

the argumen ts represen ted as a string arra y , a priorit y , and a stac k size. The

�rst formal parameter is a p oin ter to a function that tak es in a string arra y

and an in teger and returns an in teger. A dditionally , tasks can b e signalled

to sh utdo wn or killed immediately . exit exits the activ e pro cess, returning

an exit co de to the OS or the paren t task. yield giv es up the activ e time

slice and thereb y instructing the task manager to do a con text switc h.

w ait_ev en t susp ends the activ e task un til the supplied w ak e up function

returns a non-n ull v alue. If a task is susp ended, the task manager calls the
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w ak e up function to c hec k whether the pro cess in question is ready to run,

i.e. the w ak e up function is called from sc heduler con text. [T ea05 ]

sleep and msleep are rather self-explanatory; they dela y execution of the

activ e pro cess. Ho w ev er, it is imp ortan t to notice that the task manager

ma y giv e time to other tasks during these dela ys. [T ea05 ]

1 . . .

2 # i n c l u d e < m e m . h >

3

4 e x t e r n v o i d � c a l l o c ( s i z e _ t n m e m b , s i z e _ t s i z e ) ;

5 e x t e r n v o i d � m a l l o c ( s i z e _ t s i z e ) ;

6 e x t e r n v o i d f r e e ( v o i d � p t r ) ;

7 e x t e r n l o n g i n t r a n d o m ( v o i d ) ;

8 e x t e r n v o i d s r a n d o m ( u n s i g n e d i n t s e e d ) ;

9 . . .

Co de 5: stdlib.h from Bric kOS

Co de 5 con tains a reduced standard C library making the activ e pro cess

able to allo cate memory dynamically , free dynamically allo cated memory ,

and request random n um b ers. callo c is the w ell-kno wn alternativ e to mallo c ,

whic h initially sets the allo cated memory to zero. [T ea05 ]

Co de 6 is used as an abstraction for a connected motor. The programmer

sp eci�es a p ort (A, B, or C) as a parameter to the constructor and then has

the public metho ds a v ailable to con trol the motor. dmotor.h is a lo w er

lev el library for direct motor manipulation and Motor.H pro vides a nice

abstraction la y er to the programmer, utilizing metho ds and constan ts from

dmotor.h . [T ea05 ]

2.8.3 Summary

Since our goal is to dev elop a minimalistic k ernel for our R CX unit, w e con-

sider pro viding a small w orking API that only pro vides essen tial functions

for con trolling the R CX to b e su�cien t. Ho w ev er, if the time needed b e-

comes allotted to us, w e will pro vide extra functions that eases the task of

in terfacing with our k ernel.

Based on our examination of the APIs shipp ed with ChaOS and Bric kOS,

w e ha v e come to the conclusions that the ChaOS API compared with the

Bric kOS API is a more minimalistic API, that only pro vides the user with

a minimal amoun t of functions necessary for comm unicating with the R CX

hardw are. This mak es the API easily accessible, b ecause the programmer is

b ound to using a limited n um b er of functions that can easily b e memorised.

Moreo v er, the API is built using existing C/C++ naming con v en tions, whic h

also mak es it easily accessible for C/C++ programmers.

W e will striv e to build a lo w-lev el API consisting of functions p erforming

lo w-lev el k ernel comm unication. When this goal is ac hiev ed, w e will build
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an abstraction la y er on top of our lo w-lev el API, utilizing the implemen ted

lo w-lev el functions and making the API easily accessible. This will giv e the

programmer �exibilit y , when dev eloping applications for our OS, since the

c hoice of using high- or lo w-lev el functions is en tirely up to the user.

Based on the asp ects of analyzing existing APIs, and our o wn exp erience,

w e think that an API should b e implemen ted with the follo wing k eyw ords

in mind:

� In tuition

� Consistency

As previously men tioned, the use of existing naming con v en tions mak es

an API easier for a C/C++ programmer to use, th us in tuition is ful�lled.

W e wish to adhere to this standard, when p ossible, th us consistency is also

ful�lled.
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1 # i n c l u d e < c o n i o . h > / / f o r t h e d e l a y ( ) f u n c t i o n

2 # i n c l u d e <d m o t o r . h >

3

4 c l a s s M o t o r {

5 p u b l i c :

6 enum P o r t { A , B , C } ;

7 enum L i m i t s { m i n = 0 , m a x = 2 5 5 } ;

8

9 M o t o r ( c o n s t P o r t p o r t )

10 : m s ( p o r t = = A ? m o t o r _ a _ s p e e d :

11 ( p o r t = = B ) ? m o t o r _ b _ s p e e d :

12 m o t o r _ c _ s p e e d ) ,

13 m d ( p o r t = = A ? m o t o r _ a _ d i r :

14 ( p o r t = = B ) ? m o t o r _ b _ d i r :

15 m o t o r _ c _ d i r )

16 { }

17 ~ M o t o r ( ) { o f f ( ) ; }

18

19 c o n s t v o i d s p e e d ( c o n s t u n s i g n e d c h a r s p e e d )

20 c o n s t { ( � m s ) ( s p e e d ) ; }

21 c o n s t v o i d d i r e c t i o n ( c o n s t M o t o r D i r e c t i o n d i r )

22 c o n s t { ( � m d ) ( d i r ) ; }

23 c o n s t v o i d f o r w a r d ( ) c o n s t { d i r e c t i o n ( f w d ) ; }

24 c o n s t v o i d f o r w a r d ( c o n s t u n s i g n e d c h a r s )

25 c o n s t { f o r w a r d ( ) ; s p e e d ( s ) ; }

26 c o n s t v o i d r e v e r s e ( ) c o n s t { d i r e c t i o n ( r e v ) ; }

27 c o n s t v o i d r e v e r s e ( c o n s t u n s i g n e d c h a r s )

28 c o n s t { r e v e r s e ( ) ; s p e e d ( s ) ; }

29 c o n s t v o i d b r a k e ( ) c o n s t { d i r e c t i o n ( : : b r a k e ) ; }

30 c o n s t v o i d b r a k e ( i n t d u r a t i o n )

31 c o n s t { b r a k e ( ) ; d e l a y ( d u r a t i o n ) ; }

32 c o n s t v o i d o f f ( ) c o n s t { d i r e c t i o n ( : : o f f ) ; }

33

34 p r i v a t e :

35 v o i d ( � m s ) ( u n s i g n e d c h a r s p e e d ) ;

36 v o i d ( � m d ) ( c o n s t M o t o r D i r e c t i o n d i r ) ;

37 } ;

Co de 6: c++/Motor.H from Bric kOS
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In this analysis part of the rep ort w e ha v e c hosen the sc hemes w e will

b e using to design and �nally implemen t Y AMOS. W e lo ok ed at the R CX

arc hitecture, memory managemen t, sc heduling and task managemen t, con-

currency , and IPC. In the next part of the rep ort w e will design Y AMOS.
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Based on the theory in tro duced in the analysis, w e will start designing the

building blo c ks of our op erating system. In this c hapter w e will design the

memory manager, task manager, concurrency , and IPC. In the task manage-

men t and in the concurrency section w e will use a mo delling to ol, en titled

Lab elled T ransition System Analyser [MK01 ], whic h will help us when de-

signing the functionalit y .

The L TSA to ol is a v eri�cation to ol for concurren t systems. It c hec ks

that the sp eci�cation of a concurren t system satis�es the prop erties required

of its b eha viour. Eac h comp onen t of a sp eci�cation is describ ed as a Lab elled

T ransition System (L TS), whic h con tain all the states a comp onen t can reac h

and all the transitions, it ma y p erform. A system and its prop erties in L TSA

is mo delled as a set of in teracting �nite state mac hines.

In Section 5.4 w e test the semaphore design. The L TSA to ol helps us

v erify the correctness of the semaphores. The consistency of our task states

will b e tested as w ell.

In a w ell designed OS, user programs should b e able to request a signal,

when in terrupts o ccur, therefore in terrupt handling should also b e a func-

tionalit y in an OS. Ho w ev er, w e ha v e c hosen to exclude this from our design

and implemen tation. Y AMOS is written for educational purp oses only and

w e do not in tend a v erage users to write soft w are for our op erating system.

If in terrupt handling should ha v e b een included, it could e.g. b e done with

in terrupt queues and semaphores as stated in Section 2.1.2.

3.1 Memory Managemen t

As men tioned in the analysis part of the rep ort, w e will use the Buddy System

as our memory managemen t sc heme, but �rst w e will design and implemen t

a Next Fit memory managemen t sc heme to get started. In this c hapter w e

will describ e our initial ideas for implemen ting the Next Fit sc heme and the
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Buddy System. W e will discuss the problems that ma y haun t our future

implemen tations.

3.1.1 Memory Managemen t Ev en ts

The R CX is equipp ed with 32 kB external RAM, and it is in that memory

additional programs, suc h as an OS and its user programs, are lo cated. It

is also the only place, where all kinds of memory allo cation for all kinds of

pro cesses will b e made.

The purp ose of a memory manager is to con trol the access to the mem-

ory . There are t w o basic ev en ts for a memory manager, these are �allo cate�

and �free�. Ho w the ev en ts b eha v e, di�ers a bit dep ending on the c hosen

allo cation sc heme, but w e ha v e tried to mak e a general description of what

is needed b y the ev en ts in the state c harts pictured in Figure 3.1 and 3.2.

Memory Allocate

Guarding

Searching

Splitting

Allocating

semaphore

findBlock

allocate

split

findBlock

wait

allocate

Figure 3.1: Statec hart for memory allo cation

When a memory blo c k is to b e allo cated for a pro cess, the follo wing

happ ens:

� Guard the memory allo cation b y a semaphore if it is used b y a user

pro cess

� Find an appropriate blo c k, whic h is free and has su�cien t size

� Split the blo c k in to new blo c ks

� Allo cate the found blo c k b y marking it as used
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Memory blo c ks m ust b e freed after use. If it is not done b y a user pro cess,

b efore it terminates, the op erating system will free all the blo c ks used b y the

pro cess.

When a memory blo c k is freed, the follo wing happ ens:

Freeing

NextBlock
coalescecoalesce

PreviousBlock

Coalescing

NextBlock
coalescecoalesce

PreviousBlock

Guarding
semaphore

wait

Memory Free

freeBlock

freeBlock

Figure 3.2: Statec hart for memory freeing

� Mark the blo c k as free b y marking it as un used

� The blo c k w e w an t to free and the blo c k lying b efore it should b e

merged, if the blo c k b efore it is also free (in Next Fit: if the global

Next Fit v ariable is set to the blo c k to b e freed, the v ariable should b e

c hanged to the previous blo c k)

� The same as the ab o v e item, except it is done with the blo c k lying

after the blo c k to b e freed

The purp ose of the memory manager is to k eep trac k of the memory

dynamically allo cated b y b oth the k ernel and user programs. The memory

a v ailable is a �xed size blo c k, whic h lies righ t after the memory area used

b y the monolithic k ernel and ends at address 0xEE5D. Since the size of the

OS c hanges during implemen tation, w e ha v e to mak e a link er script that

dynamically determines where the OS ends.

3.1.2 Next Fit

In order to k eep trac k of the allo cated memory , w e allo cate blo c ks within a

�xed memory segmen t. Eac h blo c k has some attributes. They are sa v ed in

the blo c k's header and describ e where to �nd the next and previous blo c k. If

the blo c k is in use - and if so - b y whic h pro cess. Allo cation of new memory

starts b y searc hing through all the blo c ks lo oking for an empt y blo c k. In
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a Next Fit memory allo cation sc heme, the �rst place to lo ok for an empt y

blo c k is the global v ariable Next Fit, whic h p oin ts to a blo c k in memory .

When the Next Fit memory manager is initialized, the en tire memory

segmen t a v ailable should b e mark ed as an un used blo c k. Then, as new

memory is allo cated, this blo c k will b e split in to new blo c ks, whic h again

will b e split in to more blo c ks when needed. This also means that when w e

free the blo c ks, w e ha v e to coalesce the free blo c ks lying next to eac h other

in order to minimize external fragmen tation. When a blo c k is c hanged to

un used and the blo c k's next and/or previous blo c k is un used as w ell, w e

could just as w ell see the t w o/three blo c ks as one. Ho w ev er, one m ust b ear

in mind not to coalesce a blo c k in start of the memory segmen t with blo c k

in the end of the segmen t. The initialisation of the memory manager m ust

also set up a global v ariable that p oin ts to the �rst blo c k. W e refer to this

v ariable as Next Fit.

3.1.3 Buddy System

The Buddy System requires that a minim um blo c k size is de�ned. As the

a v ailable memory m ust pro vide space for b oth the OS and some programs,

w e m ust k eep in mind that w e will only get ab out 20 kB (or less) memory

to use for dynamic allo cation. Th us a prop er size of the minim um blo c k

could b e 32 b ytes, resulting in 640 blo c ks at most. The men tioned 32 b ytes

is just a suggestion. T o �gure out whic h minim um blo c k size is b est in a

giv en situation, one will ha v e to do use case analysis. W e will not do suc h

an analysis, ho w ev er, w e will implemen t the Buddy System in suc h a w a y

that the v alue is easy to c hange.

Another imp ortan t consideration is ho w to store the data structure that

k eeps trac k of the free blo c ks in memory (w e will from this p oin t refer to that

as the k-list). If the k-list w as implemen ted as a link ed list and stored in a

static arra y righ t after the OS in the memory , w e w ould need an arra y with

640 elemen ts to ensure, that the maximal n um b er of blo c ks can b e trac k ed

b y the list. Ho w ev er, this w ould end up in using far to o m uc h of our precious

memory space, ev en if the information of one no de in the list w as only one

b yte in size (the size needed for one no de will b e discussed later).

A prop er solution for that problem is a n um b er of link ed lists in a �xed

size arra y that manages the free blo c ks for ev ery size of k. Since w e nev er ha v e

ev ery piece of memory mark ed initially , i.e. the whole memory is mark ed as

�free�, w e will only is extreme cases need the abilit y to allo cate 640 blo c ks.

Figure 3.3 sho ws ho w suc h a solution could b e implemen ted. A static

arra y acts as storage, where eac h slot con tains an elemen t of a link ed list

that trac ks all the free blo c ks in the memory . Ho w ev er, there is one thing

w e need to k eep in mind b efore implemen ting that construction. As w e w an t

to dynamically add and remo v e blo c k-info-elemen ts to the arra y (righ t side

in Figure 3.3) there has to b e some kind of memory managemen t k eeping
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trac k of all those c hanges to prev en t fragmen tation. The men tioned memory

managemen t ob viously cannot b e implemen ted as a Buddy System. Ho w ev er,

there is a tric k: As long as w e add elemen ts, w e just remem b er the end of

the last elemen t and use that p oin ter to store the next. If w e delete an

elemen t, w e remem b er the gap that remains, and instead of adding the next

blo c k-info at the end, w e just �ll the gap. No need for an y complex memory

managemen t.

0

1

2

3

4

5

k
array of blockinfo

fixed array

Figure 3.3: A p ossible mo del for a �xed size arra y holding all free blo c ks of

the memory

Since w e are fo cusing to w ards a real-time OS, e�ciency of the allo cation

and the deallo cation pro cess is of crucial imp ortance. Therefore w e can

de�ne three ob vious, but imp ortan t, criteria w e m ust k eep in mind:

� Lo w algorithm complexit y

� E�cien t implemen tation

� Sparse use of resources

Lo w Algorithm Complexit y

W e will try to mak e the complexit y of the algorithm as lo w as p ossible, whic h

means that w e will not mak e an y exhaustiv e-searc h-approac hes lik e scanning

through a full freelist, when trying to coalesce blo c ks. It is only necessary to

consider a blo c k's neigh b ours in a freelist b ecause they are the only blo c ks,

it ma y b e merged with. That holds true only if the elemen ts of a freelist are

k ept in an order based on their address p oin ters. An address p oin ter p oin ts

to the place in �real� memory that the elemen t is resp onsible for.

E�cien t Implemen tation

There will b e three di�eren t structures in our implemen tation. One for eac h

freelist, one for eac h elemen t in a freelist, and one for eac h en try in an
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allo cation table. The �rst t w o structures are illustrated in Figure 3.4. A

structure for a freelist con tains the freelist's blo c k size and a p oin ter to the

�rst elemen t in the freelist. The blo c k size is an unsigned n um b er measured

in b ytes. The p oin ter is NULL, when a freelist is �empt y�, i.e. it con tains

no elemen ts. A structure for an elemen t in a freelist con tains t w o p oin ters:

A p oin ter to a place in real memory that the elemen t is resp onsible for, and

a p oin ter to a succeeding elemen t. By the term �real memory� w e refer to

the memory range, whic h lies after the k ernel and the static data structures

o wned b y the memory manager. It is parts of this memory , the memory

manager hands out to its clien ts. A c hain of elemen ts ends, when an elemen t's

p oin ter to the succeeding elemen t is NULL.

Pointer to next element

Pointer to next element

Pointer to next element

Pointer to next element

Pointer to next element

Pointer to next element

Freelist 0

Pointer to first element

Pointer to first element

Freelist 1

Block size = 8 kB

Freelist 2

Block size = 4 kB

Pointer to first element
Block size = 16 kB

NULL

Pointer to a place in real memory

Pointer to a place in real memory

Pointer to a place in real memory

Pointer to a place in real memory

Pointer to a place in real memory

Pointer to a place in real memory

NULL

NULL

Freelist elements in a fixed size array:

Figure 3.4: Structures for the freelists and structures for elemen ts in the

freelists are in teracting using p oin ters

T o manage the allo cated blo c ks, w e ha v e an allo cation table. The al-

lo cation table will also b e implemen ted as a �xed size arra y of structures.

The structures con tain pro cess iden ti�er (pid), a p oin ter, whic h p oin ts to the

allo cated space in real memory , and a blo c k size.

Sparse Use of Resources

W e limit our use of resources b y recycling en tries in the �xed size arra ys for

the freelist elemen ts and the allo cation table. Whenev er an en try is remo v ed,

the last, used elemen t in the arra y is mo v ed in to the created gap. W e use a

global v ariable for eac h arra y to indicate the n um b er of en tries in use.
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The sizes of the arra ys are set at compile time using the de�ne prepro-

cessor k eyw ord. Ev en though there ma y b e enough space for e.g. 640 blo c ks

of size 32 B, it w ould require to o m uc h space for the memory manager's

static data. Not to o m uc h for Y AMOS to run, but the memory space w ould

b e w asted most of time, when all 640 blo c ks are not allo cated. F or this

reason, w e c ho ose a smaller size for the static arra ys, limiting the memory

manager to allo cate a smaller n um b er of blo c ks. The sizes will b e c hosen in

the implemen tation part.

3.1.4 Summary

The t w o memory managers ha v e b een designed in a w a y that mak es it p os-

sible for b oth the user and k ernel pro cesses to get assigned memory dynam-

ically . It is not p ossible to prev en t pro cesses from using unassigned memory

and messing ev erything up, but that is due to limitations in the hardw are.

A MMU is needed for that purp ose. The memory managers are able to

use semaphores to ensure m utual exclusion or disable in terrupts to p erform

their op erations atomically . The memory managers will b e tested against

eac h other in Chapter 5.

3.2 Timer

As w e discussed in Section 2.5, man y tasks rely v ery m uc h on timers. There-

fore, Y AMOS needs metho ds to get the actual system time or dela y a task for

a sp eci�c amoun t of time. These metho ds should, as explained in Section 2.8,

b e based on existing C terminology , presen t in other op erating systems. In

this case, our timer is based on the Lin ux k ernel API.

3.2.1 Tic ks and Tic k Rate

Instead of measuring the system time b y coun ting the in ternal clo c k fre-

quency , a computer system often uses timers to generate a pulse, the so

called tic ks. As an abstraction on ho w fast a timer runs, Lin ux de�nes a

constan t HZ as a represen tation of the frequency in Hz at whic h the system

timer runs. HZ is mean t to b e a common base to calculate real-w orld time

based on the system timer.

That v alue is dep enden t on the frequency at whic h the timer on a sp eci�c

arc hitecture runs. HZ is mean t to b e a common base to calculate real-w orld

time based on the v alue that is increased, ev ery time the timer in terrupt is

called. [Lo v05 ]

Theoretically , an y v alue could b e c hosen for the tic k rate. But it mak es

arithmetic op erations on time m uc h easier, if w e c ho ose a common base suc h

as 100Hz or 1000Hz. The c hoice of the HZ v alue also dep ends on ho w fast

the CPU is, since pro cessing the time creates some o v erhead. W e decided to
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use 100Hz, whic h means, that the in ternal timer m ust pro vide an in terrupt

ev ery 10ms.

3.2.2 Ji�es

T o hold the n um b er of tic ks since system b o ot, w e need a system-wide global

v ariable. This v ariable is also de�ned in Lin ux, named jiffies , and is of

the t yp e unsigned long , whic h is a 32-bit v alue. If w e w an t to kno w ho w

man y seconds ha v e passed b y since b o ot-up, w e simply solv e the equation

(jiffies / HZ) .

It is imp ortan t to notice, that the range of the v ariable, whic h w e use to

measure the time, is not in�nite. Hence w e will not b e able to measure the

uptime correctly after 232=100Hz = 42949672:96s � 497days.

3.2.3 F unctions

As the user ma y also w an t to measure time, some basic functions and macros

m ust b e pro vided b y the op erating system. Basically , the user has t w o needs,

to sleep and to get the time. Those needs are satis�ed with the functions

sho wn in Co de 7.

1 u n s i g n e d l o n g g e t J i f f i e s ( ) ;

2

3 i n t s l e e p ( u n s i g n e d i n t s e c o n d s ) ;

4 i n t m s l e e p ( u n s i g n e d i n t m s e c o n d s ) ;

Co de 7: Basic system time functions

getJi�es is the function to retriev e the n um b er of ji�es since system

b o ot. sleep and msleep lets a task sleep in sev eral seconds or milliseconds.

3.2.4 Summary

In this section w e ha v e discussed timer in terv als and calculated the maxim um

uptime our system supp orts, when setting the timer at 100 Hz. Moreo v er,

w e ha v e designed an in terface for our timers.

The next c hapter will describ e the design that w e will b e using for our

task manager.

3.3 T ask Managemen t

This section will giv e an o v erview of ho w w e in tend to implemen t and han-

dle tasks in Y AMOS. In Section 3.3.1 w e will also pro vide examples of ho w
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our sc heduling mec hanisms will act in a giv en situations. Our design de-

cisions w ere based on asp ects of analyzing di�eren t metho ds of doing task

sc heduling, as presen ted in Section 2.4.1.

3.3.1 T ask Manager Design

In this section w e will describ e the design of our task manager. W e ha v e c ho-

sen to design a task manager that implemen ts the ageing concept in tro duced

in Section 2.4.4. Moreo v er, w e will b e using priorities to preempt pro cesses

and th us to decide, whic h pro cesses to execute within time slices. As a re-

sult, our task manager is a h ybrid design using the preemptiv e tec hniques,

in tro duced in Section 2.4.4, shaping a round-robin/priorit y based sc heduler

using ageing to mak e preemptiv e decisions.

T ask Data Structure

When a task is created in our system, information ab out this task is needed

in order to sc hedule the task and run it. Therefore a data structure, whic h

con tains the needed information and supp orts unique access to it, is needed.

If the sc heduler should b e able to iden tify a task, an ID is needed. This

is often referred to as a pid (pro cess iden ti�cation n um b er), whic h consists of

a simple unique n um b er used to iden tify the pro cess. The pid could also b e

represen ted b y a string, ho w ev er, that w ould generate to o m uc h o v erhead,

when read and pro cessed b y the sc heduler. T o help users of the system

iden tify the pro cesses, an extra pro cess name or �lename attribute could b e

included, but considering the limited resources a v ailable for output to the

user, whic h is a small LCD displa y and the limited hardw are resources in

the R CX, w e ha v e c hosen not to do this.

In order to decide whic h tasks are giv en the most CPU time, a priorit y

attribute m ust b e presen t. These priorities will in Y AMOS b e represen ted

with three di�eren t priorit y lev els: user, real-time, k ernel priorities, and t w o

reserv ed priorities, whic h is describ ed in greater detail in Section 3.3.1.

In the task data structure there is also need for a p oin ter to the program

co de, whic h is to b e executed, lik ewise a p oin ter to the stac k of the memory

reserv ed for the task. Finally , a series of states will b e used to indicate

imp ortan t information to the sc heduler. These states m ust b e read quic kly

and con tain information that the sc heduler uses regularly . These states are

listed in 3.3.1.

READ Y means the task is ready to b e executed and is un blo c k ed b y

other tasks.

BLOCKING means the task blo c ks all other tasks in system, i.e. this

task cannot b e preempted un til its state is c hanged from BLOCKING.

R UNNING means the task is curren tly b eing executed, i.e. the task

has b een giv en a time slice.
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1 / � T a s k s t a t e s � /

2 enum t a s k S t a t e {

3 R E A D Y = 0 ,

4 B L O C K I N G = 1 ,

5 R U N N I N G = 2 ,

6 S E M A P H O R E = 3 ,

7 T E R M I N A T E D = 4

8 } ;

Co de 8: T ask states

SEMAPHORE means the task is blo c k ed b y a semaphore, e.g. it is

trying to access a resource in use b y another task.

TERMINA TED means the task has b een selected for termination b y

Y AMOS, either b ecause it has �nished its execution or b ecause it has stalled

for some reason.

Operation
   complete

   Blocking
operation

READY

BLOCKING

Semaphore
   blocks/unblocks

Started Resumed

Timeslice expired/ Interrupt

RUNNING
TERMINATED

SEMAPHORE

Figure 3.5: Flo w c hart for a task

Figure 3.5 sho ws the connection b et w een the task states. When a task is

started, its state is immediately set to READ Y. When it is giv en a time slice,

its state is set to R UNNING. Ho w ev er, if a task is not to b e preempted, it is

assigned the BLOCKING state, meaning that this task blo c ks out all other

R UNNING tasks in Y AMOS. When the BLOCKING tasks ha v e �nished

their execution, their state c hanges to TERMINA TED and the R UNNING

tasks b ecome activ e again. Finally , when a task has �nished its execution or

is stopp ed/killed b y the OS, its state c hanges to TERMINA TED, meaning

that this task is inactiv e and can b e deleted safely . If a state b ecomes

blo c k ed b y a semaphore, its state is set to SEMAPHORE, and when the

task is accepted b y the SEMAPHORE, its state rev erts to R UNNING.

The data structure in Co de 3.3.1 ha v e b een designed for the elemen ts in
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our task list.

1 t y p e d e f s t r u c t P r o c e s s L i s t E l e m e n t {

2 / � T h e p r i o r i t y o f o u r t a s k � /

3 P r i o r i t y p r i o r i t y ;

4 / � T h e i n i t i a l p r i o r i t y o f

5 o u r t a s k , u s e d f o r a g e i n g � /

6 P r i o r i t y i n i t i a l P r i o r i t y ;

7 / � P o i n t e r t o t h e t a s k ' s P C B � /

8 P C B � p P C B ;

9 / � P o i n t e r t o n e x t e l e m e n t i n l i s t � /

10 s t r u c t p r o c e s s L i s t E l e m e n t � n e x t ;

11 } P r o c e s s L i s t E l e m e n t ;

Co de 9: Pro cess list data structure

W e ha v e c hosen to place the priorit y v alue for a task directly in the task

list, instead of placing it in the PCB. W e do this, b ecause w e need to read

this v alue often and placing it on the list sa v es a p oin ter op eration.

W e ha v e designed the Co de 3.3.1 data structure for our PCB.

1 t y p e d e f s t r u c t p c b {

2 / � P r o c e s s i d e n t i f i e r � /

3 W o r d p i d ;

4 / � T a s k s t a t e � /

5 T a s k S t a t e t a s k S t a t e ;

6 / � P o i n t e r t o s t a c k b o t t o m � /

7 W o r d � p S t a c k B o t t o m ;

8 / � P o i n t e r t o s t a c k t o p � /

9 W o r d � p S t a c k ;

10 / � P o i n t e r t o c o d e � /

11 W o r d � p C o d e ;

12 } P C B ;

Co de 10: Pro cess Con trol Blo c k

Priorities

When the application programmer dev elops an application for Y AMOS, a

priorit y m ust b e supplied with the program that will b e sc heduled.

Our system has supp ort for setting 25 di�eren t priorities. The reason for

c ho osing this rather o dd n um b er will b e clari�ed in Section 4.2.2, ho w ev er

these priorities ha v e b een classi�ed in to the follo wing categories.

� User priorities

� Real-time priorities

� Kernel priorities
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� Un used

� Sleeping

The user priorit y tasks ha v e b een giv en the lo w est priorities in Y AMOS.

Ho w ev er, priorit y SLEEPING, whic h is the lo w est priorit y , has b een mark ed

for use with temp orarily inactiv e user priorit y tasks. This means that if, at

some instan t of a task's execution, the priorit y reac hes SLEEPING, then the

task manager w ould c hec k if the priorit y of all activ e tasks are sleeping. This

is a plausible scenario since w e are using the ageing concept. The task will

then b e mark ed as sleeping. When ev ery task running ev en tually completes

their execution, they will all ha v e b een mark ed SLEEPING. As a result of

this their initial priorities will b e restored, and the pro cesses resc heduled.

If the task manager encoun ters t w o or more user tasks with the same

priorities, the tasks, whic h has had the priorit y for the longest time, will b e

c hosen at that priorit y lev el. It should b e noted that w e will not allo w an

application programmer to set an initial priorit y of a task to SLEEPING,

since that w ould b e p oin tless (the application w ould nev er b e giv en an y time

slices) and it w ould only generate o v erhead in the system. An example is that

a task is inserted with a priorit y and initial priorit y of SLEEPING. If this

task is the only one presen t in the task list, the task manager con tin uously

resets the priorit y of the task and th us generate o v erhead.

Our real-time priorit y tasks ha v e b een placed ab o v e the user priorit y

tasks in our priorit y hierarc h y . This is done to ensure quic k execution of

real-time priorit y tasks. Ho w ev er, to ensure that real-time priorit y tasks

are completely executed b efore b eing preempted b y user priorit y tasks, w e

do not utilize the ageing concept with real-time priorit y tasks. This means

that priorities for these tasks remains constan t during their execution. If

t w o or more real-time priorit y tasks with equal priorities o ccur, ho w ev er, w e

apply round-robin sc heduling at this priorit y-lev el. This can pro duce rather

unexp ected and dangerous results, b ecause w e completely starv e user priorit y

tasks, when real-time priorit y tasks are activ e in the system. Therefore, an

application programmer should b e considerate, when inserting a real-time

priorit y task.

Kernel priorit y tasks are giv en the highest priorities in Y AMOS. This

decision has b een made on the basis that k ernel priorit y tasks can b e tasks,

whic h for some reason the user do es not w an t to ha v e in terrupted. Kernel

priorit y tasks are handled in the same w a y as real-time priorit y tasks with

one di�erence: If t w o or more k ernel priorit y tasks ha v e the same priorities,

the round-robin algorithm will not b e applied, instead eac h task, c hosen b y

the order of when they w ere sc heduled, will b e giv en enough time to complete

its execution unin terrupted.

UNUSED is a sp ecial priorit y , whic h is used whenev er a task is remo v ed

from the system. When the task is remo v ed, its priorit y is c hanged to UN-

USED, denoting that the elemen t can b e used to allo cate another task. W e
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ha v e c hosen to implemen t this functionalit y as a priorit y , b ecause w e ha v e

quic k access to reading priorities, and this is con v enien t, since w e often searc h

our task list for UNUSED elemen ts (whenev er w e add a new task to the task

list).

T ask Manager Structure

The task manager is resp onsible for starting, stopping and generally manag-

ing the activ e tasks in Y AMOS. The task manager is resp onsible for starting,

stopping, and switc hing b et w een tasks. The follo wing design sho ws an in ter-

face of the general functions that should b e pro vided b y the task manager.

� initT askManager();

� kill();

� remo v eT erminated();

� exec();

� yield();

� restart();

� blo c kPro cess();

� un blo c kPro cess();

� setPriorit y();

� getPriorit y();

� getPid();

� setBlo c king();

T o store the activ e tasks in the system, w e use a link ed list. W e ha v e

c hosen a link ed list, b ecause w e w an t to k eep the list sorted, when a new

task is inserted in to the list, making it easy to pic k the task with the highest

priorit y just b y taking the head elemen t. Moreo v er, the �exibilit y of a link ed

list enables us to insert a new task b y only using a few p oin ter op erations.

The alternativ e to use a link ed list, b esides an arra y , is using a doubly link ed

list as done in Lin ux. Ho w ev er, since our data structure only p ermits listing

the tasks in a sorted order, w e will only need to b e able to lo ok one w a y in

the list.

initT askmanager starts the task manager b y initializing the task list and

allo cating the manager's needed initial memory .

The purp ose of the kill function is to implemen t functionalit y to delete a

task from the task list. kill will most often b e used when a task has �nished
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its execution and is selected for remo v al from the task list. Ho w ev er, kill is

also useful if a task for some reason has stopp ed resp onding and is stalling

the system. kill marks a task for deletion b y setting the state of the task to

TERMINA TED.

remo v eT erminated purges the killed tasks from the system b y setting the

priorit y of all tasks mark ed as TERMINA TED to UNUSED. This enables us

to allo cate new tasks, where the TERMINA TED tasks ha v e b een purged.

exec is called, when a new task is inserted in to Y AMOS's ready list. The

task is �rst inserted in to the ready list and, dep ending on the task's priorit y ,

it will b e set in to the task list b y the sc heduler.

yield is used for m ultitasking purp oses. When a task that has just com-

pleted a time slice is preempted b y another task, whic h has a higher priorit y ,

the task m ust yield the CPU to the preempting task.

restart If a task stops resp onding or exhibits unexp ected b eha viour, the

kill function can b e called, and as a consequence remo v e the task from the

task list. Ho w ev er, if w e do not wish to completely remo v e the task, restart

can b e used to restart the task. This can b e useful, if a task that p erforms

crucial system main tenance stops unexp ectedly . A t that p oin t, restart can

b e used to ensure the execution of the system main tenance, pro vided that

the task will not con tin ue to stop unexp ectedly .

blo c kPro cess is used when a task is blo c k ed b y a semaphore.

un blo c kPro cess is used, when the task has �nally yielded the resource

it requested of the semaphore.

setPriorit y is called if a user needs to c hange the priorit y of a task.

getPriorit y returns the priorit y of a sp eci�c task denoted b y the task's

pid.

getPid returns the pid of the curren t executing task in Y AMOS. This is

accomplished b y returning the pid of the task, whic h is the head of our task

list.

setBlo c king sets a task state to BLOCKING.

Executing a T ask

An L TS diagram sho wing the states, a task can b e set to, is sho wn in L TS

Diagram 1. This diagram sho ws that when a task is added in Y AMOS,

the function exec is called to create the PCB for the task and insert the

task correctly in to the READ Y list of pro cesses, or state 1. Dep ending

on the presence of UNUSED elemen ts, the functions allo cateNewElemen t

or �ndUn usedElemen t will b e called and as a consequence put the T ASK

in to a READ Y state, state 2. When a task is in the READ Y state, it will

ev en tually , dep ending on the task's priorit y , b e sc heduled b y yield and th us

b e put in to a R UNNING state. A R UNNING task can b e set to sev eral states

as sho wn in L TS Diagram 1 in state 3. The task can b e set to BLOCKING,

state 4, b y calling setBlo c king . A pro cess can b e set to SEMAPHORE,
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state 5, b y calling blo c kPro cess , meaning that it is blo c k ed b y a semaphore.

This function temp orarily lo w ers the priorit y of the pro cess to SLEEPING.

When un blo c kPro cess is called, the pro cess is set to R UNNING, state 3,

and the pro cess' priorit y is restored. Moreo v er, a R UNNING pro cess can

b e restarted b y calling restart . Finally , a pro cess can b e remo v ed with the

kill function. This function sets the pro cess to TERMINA TED, state 6. All

TERMINA TED task will b e set to UNUSED, when remo v eT erminated is

called.

Examples

T w o sc heduling situations, (a) and (b), are illustrated in Figure 3.6. In these

examples, w e assume that no new tasks are in tro duced while executing the

tasks in the task list.

In Figure (a), three t yp es of tasks are represen ted b y their priorities. One

k ernel priorit y task, whic h has priorit y PRIO_KERNEL is presen t. Three

real-time priorit y tasks with priorities PRIO_REAL_5, PRIO_REAL_5,

and PRIO_REAL_1 and three user priorit y tasks ha ving priorities PRIO_USER_8

and PRIO_USER_3 are presen t. In this example, the sc heduler will c ho ose

to execute the k ernel priorit y task �rst, without in terrupting it. After that,

the sc heduler will c ho ose to execute the real-time priorit y tasks that ha v e

priorit y PRIO_REAL_5. This will b e carried out b y using a round-robin

algorithm, enabling the t w o PRIO_REAL_5 tasks to preempt eac h other.

When these t w o tasks ha v e completed their execution, the real-time priorit y

task ha ving priorit y PRIO_REAL_1 will b e executed unin terrupted. No w

only user priorit y tasks remain in the task list, namely the tasks with pri-

orit y PRIO_USER_8 and PRIO_USER_3. In our sc heme, the sc heduler

will giv e time slices to the task ha ving priorit y PRIO_USER_8 �v e times

in a ro w. When this pro cess ha v e b een yielded �v e times, its priorit y will b e

PRIO_USER_3, and since the t w o tasks will no w ha v e the same priorit y ,

the other PRIO_USER_3 task will b e c hosen, since this task ha v e b een at

the priorit y lev el for the longest time. The t w o tasks will con tin ue to age

and preempt eac h other, un til they b oth reac h priorit y SLEEPING, assum-

ing that they will not complete their execution b efore priorit y SLEEPING is

reac hed. When b oth tasks ha v e reac hed the SLEEPING priorit y , they will

b e giv en their initial priorities PRIO_USER_8 and PRIO_USER_3 and

b e sc heduled again.

In Figure (b), �v e user priorit y tasks exist, ho w ev er, since four of the tasks

ha v e the SLEEPING priorit y , only the task with priorit y PRIO_USER_2

will b e executed. When the task gets t w o time slices, it will reac h a priorit y

SLEEPING as an e�ect of the ageing concept. No w all �v e tasks ha v e

priorit y SLEEPING and they will b e reset to their initial priorities and b e

resc heduled.
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Figure 3.6: Sc heduling examples

Time Slices

When p erforming m ultitasking in Y AMOS, a time slice in terv al m ust b e c ho-

sen. This in terv al m ust b e c hosen with great care to minimize o v erhead and

also conform with lo w latency resp onses from real-time priorit y tasks. If the

in terv al is c hosen to b e v ery lo w, e.g. 1 ms, w e will b e sp ending a lot of time

doing con text switc hing, and th us generate o v erhead in Y AMOS. Ho w ev er,

c ho osing a v ery long in terv al, e.g. 100 ms, will undoubtedly minimize the

o v erhead of p erforming con text switc hing, but it will increase the resp onse

time of real-time and k ernel priorit y tasks. With this in mind and after

examining the time slice in terv al of Bric kOS, w e ha v e c hosen our time slice

in terv al to b e 10 ms.

3.3.2 Summary

Based on examining existing APIs from Bric kOS and ChaOS, w e b eliev e that

the functions, pro vided b y our task manager, conform to the functionalit y

pro vided b y existing APIs. W e are able to start, stop, switc h, and remo v e

tasks from our OS. F urthermore, w e ha v e pro vided functions to manipulate

task data, e.g. priorities and states.

The next section of the rep ort will in tro duce semaphores to Y AMOS,
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whic h are useful, when w e wish to ensure that certain hardw are resources do

not b ecome shared b et w een di�eren t tasks.

3.4 Concurrency

Based on our analysis asp ects, w e will design the semaphores for Y AMOS.

When using semaphores in priorit y-based sc heduling and lo c king primitiv es,

a problem called Priorit y In v ersion can o ccur.

3.4.1 Priorit y In v ersion

Priorit y sc heduling and lo c ks are con tradictory OS primitiv es. Priorit y

sc heduling tries to run the task with the highest priorit y �rst and lo c ks,

blo c king out ev ery task trying to en ter a critical section, when another task

is using the lo c k, including the high-priorit y task. A lo w priorit y task is in a

critical section and has lo c k ed the semaphore. A high priorit y task w an ts to

en ter the critical section and is queued, and then starts to w ait for the lo w

priorit y task to lea v e and unlo c k. A medium priorit y task that has nothing

to do with the critical section will no w preempt the high priorit y and run

b efore the high priorit y task.

Since w e got real-time and user priorit y tasks, priorit y in v ersion can b e a

serious problem. A user priorit y task, that is the lo w est t yp e of task w e ha v e

in our priorit y hierarc h y , ma y lo c k a critical section. A max real-time priorit y

task can then b e queued at the semaphore, w aiting for the general-purp ose

task to unlo c k. A lo w real-time priorit y task can b e started and no w tak e all

running time from the user priorit y task. This will cause the lo w real-time

priorit y task to run and �nish its execution b efore the high real-time priorit y

task. In w orse-case, more real-time priorit y tasks will b e sc heduled, starving

the user priorit y and the high real-time priorit y tasks forev er.

Priorit y Inheritance

A lo w priorit y task holding a lo c k requested b y a higher priorit y task tem-

p orarily inherits the priorit y from the high-priorit y task. This is done the

momen t the high-priorit y task mak es its request. This w a y , the lo w-priorit y

task will not b e preempted b y a medium-priorit y task, and it is able to �nish

its w ork in the critical section without starving the high-priorit y task an y

longer than needed. Priorit y inheritance creates a run time o v erhead since

the sc heduler needs to insp ect the priorities for all tasks en tering a lo c k.

Priorit y Ceiling

Ev ery lo c k is assigned a priorit y-lev el corresp onding to the priorit y of the

highest-priorit y task that can use the lo c k. When a task en ters the critical
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section, the lo c k immediately assigns the priorit y of the lo c k to the task,

making it imp ossible for a medium-priorit y task to preempt a lo w er-priorit y

task. Priorit y ceilings are often called instan t inheritance and creates a

compile time o v erhead, b ecause it can decide the priorities at compile time

of the tasks that will request the lo c ks.[Bru00 ]

3.4.2 Semaphore Design

Y AMOS bases its sc heduler on a prioritized sc heduler, implying that strong

semaphores will in our case not b e a useful solution. Strong semaphores bases

their functionalit y on a FIF O queue of tasks w aiting to en ter the critical

section. Placing our tasks in a FIF O queue rules out our main idea of

prioritized running time and execution of tasks. T asks w aiting for a resource

will b e executed in the order they came in, making higher-prioritized tasks

w ait b ehind lo w er-prioritized tasks.

Based on the ab o v e theory , w e can start with the general design of our

semaphores. Since w e only w an t one pro cess to en ter a critical region at

a time, w e ha v e c hosen to use binary semaphores. The list w e will use for

storing our w aiting pro cesses will b e dynamic in size and sorted, making the

pro cess with the highest priorit y the �rst elemen t in the list. When using

a dynamically sorted list, w e are able to ha v e prioritized running times and

execution with a minor loss of p erformance. The loss of p erformance is due

to the sorting and allo cation p erformed when a pro cess is added.

Since the sc heduler, w e ha v e designed, is priorit y-based and with the

abilit y to sc hedule three kinds of tasks with di�eren t prop erties, w e decided

to use priorit y inheritance as a solution for the priorit y in v ersion problem.

The run time o v erhead is acceptable since all w e need is to c hec k the �rst

elemen t in the semaphore pro cess list to get the highest priorit y pro cess

w aiting to en ter.

When a pro cess calls w ait on a semaphore, the follo wing ev en ts will o ccur:

� Chec k the semaphore lo c k

� If the semaphore is lo c k ed, add the pro cess to the list in a w a y that

ensures that the highest priorit y task is �rst, and up date the pro cess

that is in the critical sections priorit y if needed

� If the semaphore is unlo c k ed, en ter the semaphore

When a pro cess en ters a semaphore:

� Lo c k the semaphore

� Store the priorit y of the pro cess in the semaphore

� Chec k the priorit y v alue of the highest priorit y pro cess w aiting in the

list. If no pro cesses are in the list return NULL.
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� If the v alue from the list is greater than the v alue stored in the semaphore,

then c hange the v alue stored in the semaphore to the v alue from the

list.

� Use critical section to do the critical job

� Call signal

� Unlo c k the semaphore

Semaphore Mo del

W e decided to create a FSP (Finite State Pro cess) mo del of our design.

This mo del will help us c hec k the needed functionalit y and b eha vior of our

semaphores, and ease our w ork when the time comes to test our binary

semaphores for correctness. The �nished mo del can b e seen in Co de 11.

1 / � � � � � C o n s t a n t s � � � � � /

2 c o n s t M a x = 1

3 r a n g e I n t = 0 . . M a x

4

5 / � � � � � B i n a r y s e m a p h o r e U n l o c k e d w h e n N = 1 � � � � � /

6 S E M A P H O R E ( N = 0 ) = S E M A [ N ] ,

7 S E M A [ v : I n t ] = ( w h e n ( v < 1 ) l o c k e d � > S E M A [ v + 1 ]

8 | w h e n ( v > 0 ) u n l o c k e d � > S E M A [ v � 1 ]

9 ) .

Co de 11: FSP mo del of the binary semaphore

The �rst thing, w e do in the mo del, is to declare needed constan ts. When

mo delling a binary semaphore, the max v alue the semaphore can tak e is 1

and the lo w est is zero. In the mo del, the actions lo c k ed and unlo c k ed are

guarded actions to ensure that the semaphore do es not exceed its v alid range

and en ter an error state.

In L TS Diagram 2, the semaphore L TS is illustrated. If our semaphore

had error states, they w ould ha v e b een indicated b y a state(� 1).
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L TS Diagram 1: State c hart for inserting task
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10

locked

unlocked

L TS Diagram 2: Semaphore L TS
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The FSP Co de in L TS Diagram 12 is a new mo del with three pro-

cesses that uses a shared resource guarded b y a semaphore. The ab o v e

semaphore co de is used follo w ed b y a pro cess mo del that has three actions:

semaphore.lo c k ed , critical , and semaphore.unlo c k ed . The last co de is a com-

p osite pro cess, whic h com bines pro cesses and semaphore.

1 / � � � � � C o n s t a n t s � � � � � /

2 c o n s t M a x = 1

3 r a n g e I n t = 0 . . M a x

4 / � � � � � B i n a r y s e m a p h o r e U n l o c k e d w h e n N = 1 � � � � � /

5 S E M A P H O R E ( N = 0 ) = S E M A [ N ] ,

6 S E M A [ v : I n t ] = ( w h e n ( v < 1 ) l o c k e d � > S E M A [ v + 1 ]

7 | w h e n ( v > 0 ) u n l o c k e d � > S E M A [ v � 1 ]

8 ) .

9 / � � � � � P r o c e s s � � � � � /

10 P R O C E S S = ( s e m a p h o r e . l o c k e d � > c r i t i c a l � > s e m a p h o r e .

u n l o c k e d � > P R O C E S S ) .

11 / � � � � � C o m p o s i t e p r o c e s s � c o m b i n i n g p r o c e s s e s a n d

s e m a p h o r e � � � � � /

12 | | C O M P S E M A = ( p [ 1 . . 3 ] : P R O C E S S | | { p [ 1 . . 3 ] } : : s e m a p h o r e :

S E M A P H O R E ( 1 ) ) .

Co de 12: L TSA co de for semaphore test

By lo oking at the mo del, w e can see that the �rst pro cess that w an ts

to execute its critical action will p erform a semaphore.lo c k ed , c hanging the

v alue of the semaphore to zero. F rom this p oin t, no pro cess is able to p erform

a semaphore.lo c k ed un til the original pro cess releases the critical section and

p erforms a semaphore.unlo c k ed , see L TS Diagram 3.

10

p.3.semaphore.unlocked
p.2.semaphore.unlocked
p.1.semaphore.unlocked

p.1.semaphore.locked
p.2.semaphore.locked
p.3.semaphore.locked

L TS Diagram 3: Three pro cesses with a shared semaphore

3.4.3 Summary

In this section w e designed the semaphores for Y AMOS. W e decided to use

binary semaphores with a dynamically sized list for w aiting pro cesses. The

link ed list will b e sorted to k eep the highest prioritized running tasks at
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the head of the list. W e c hose to solv e the priorit y in v ersion problem using

priorit y inheritance, a c hoice that will create a minor p erformance loss. Our

semaphore design do not do handle user priorit y task starv ation. In the

presen ted theory , a non real-time priorit y task can b e stuc k forev er w aiting

for a resource.

The next section will presen t the design, w e ha v e created for our IPC

facilities.

3.5 In terpro cess Comm unication Design

In this section w e will design the IPC for Y AMOS. Based on the IPC analysis,

w e will extend our semaphore design enabling it can handle IPC b et w een t w o

or more pro cesses. Our goal with the IPC is that running pro cesses can b e

sync hronized and a prede�ned execution �o w can b e guaran teed.

3.5.1 Mailb o x

A pro cess that wishes to comm unicate with other pro cesses will create a

mailb o x guarded b y a semaphore to send its messages to. This mailb o x

con tains a single v alue that can hold the message from the sending pro cess

un til a receiv er wishes to receiv e it. The mailb o x structure will b e placed in

the k ernel, and all pro cesses will b e able to create their o wn mailb o x.

3.5.2 Comm unication

If w e ha v e a pro cess A that w an ts to sync hronise with a pro cess B, it will

c hec k B's mailb o x for a message, telling it to start its execution. Pro cess A

will en ter B's mailb o x con tin uously , un til the message arriv es. When pro cess

B w an ts to send the message to the pro cesses needing it, it will en ter the

mailb o x and c hange places with the message. Pro cess B will then lea v e the

mailb o x, making it p ossible for pro cess A to en ter mailb o x and read the

message. If man y pro cesses are w aiting for a message from B, they will b e

queued at the semaphore and en ter the mailb o x one at a time.

3.5.3 Summary

In this section w e designed simple IPC, thereb y making it p ossible to syn-

c hronise t w o and more pro cesses. W e designed a simple mailb o x that can

hold a message, and guarded it with a semaphore to a v oid concurrency prob-

lems. The pro cesses that w an t to, can no w en ter the mailb o x and fetc h a

message and start/con tin ue its execution. The design is not �a wless, since

the pro cesses that are w aiting for a message use their running time to lo ok

in the mailb o x o v er and o v er again, un til the message, they are w aiting for,

arriv es.
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This IPC section w as the last part of our design. In the next c hapter w e

will use the dev elop ed design and start implemen ting Y AMOS .
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This implemen tation c hapter describ es ho w w e will realize our design in to an

implemen tation of our OS. It will mainly fo cus on the memory manager and

task manager, as these are the t w o most essen tial parts of the OS. Ho w ev er,

semaphores and device driv ers are also co v ered. Due to the limited amoun t of

time, w e ha v e for this pro ject c hosen that IPC will not b e implemen ted. The

fundamen tals in the implemen tation part are descriptions of data structures,

pseudo co de and a basic tec hnical kno wledge of ho w the co de for the system

should b e organized.

4.1 Memory Managemen t

This section co v ers the implemen tation of the memory managers. This in-

v olv es explanation of pseudo co de and data structures used for the Next Fit

memory sc heme and the Buddy System.

4.1.1 Next Fit

The memory blo c ks allo cated for the user programs are structured b y using

a double link ed list. Eac h link ed list elemen t represen ts a blo c k within the

memory segmen t a v ailable for user programs. The elemen ts has the standard

next and previous attributes that links the elemen ts, but also an attribute to

determine, whic h pro cess the blo c k is allo cated for, if it is not a free blo c k,

see Figure 4.1.
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Previous
Next
Process ID
Used

Previous
Next
Process ID
Used

Figure 4.1: Linking of Next Fit memory blo c ks

The allo cation of a memory blo c k is realized with the function mallo c ,

as sho wn in Co de 13. A v ailable size for a memory blo c k can b e determined

b y calculating the di�erence b et w een the lo cations of t w o memory blo c ks'

headers. The function mallo c also mak e use of a function to split a blo c k.

This split function inserts a new blo c k header and mo di�es the surrounding

blo c ks' headers as w ould b e done when inserting in to an y ordinary double

link ed list. The allo cate_blo c k function in mallo c marks the blo c k as used

and stores the pid for the calling pro cess in to the blo c k's header. As a side

e�ect allo cate_blo c k also up dates a global v ariable next_�t , whic h is set to

the successor of the allo cated blo c k.
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1 I n p u t : T h e s i z e o f t h e d e s i r e d m e m o r y b l o c k

2 O u t p u t : I f t h e r e i s e n o u g h a v a i l a b l e m e m o r y a p o i n t e r t o

t h e m e m o r y i s r e t u r n e d

3 e l s e N I L i s r e t u r n e d

4

5 f u n c t i o n m a l l o c ( s i z e ) {

6

7 b l o c k = n e x t _ f i t

8

9 w h i l e ( n o t b e e n t h r o u g h e v e r y b l o c k ) {

10

11 i f ( b l o c k . u s e d = = U N U S E D ) {

12

13 i f ( a v a i l a b l e _ s i z e ( b l o c k ) > = s i z e + h e a d e r _ s i z e ) {

14

15 i f ( a v a i l a b l e _ s i z e ( b l o c k ) > = s i z e + 2 � h e a d e r _ s i z e

)

16 s p l i t _ b l o c k ( b l o c k , s i z e + h e a d e r _ s i z e )

17

18 r e t u r n a l l o c a t e _ b l o c k ( b l o c k )

19

20 }

21 }

22

23 b l o c k = b l o c k . n e x t

24 }

25 r e t u r n N I L

26 }

Co de 13: Pseudo co de for Next Fit's mallo c function

Eac h pro cess is resp onsible for cleaning up un used memory blo c ks, whic h

it has allo cated through mallo c . This can b e done though the function free .

If a pro cess terminates and still has allo cated memory blo c ks, the OS mak es

sure to free the blo c ks b y calling freeAll function. The pseudo co de for

the function free of the Next Fit memory allo cation sc heme is describ ed in

Co de 14. free refers to a function coalesce , whic h remo v es a blo c k's header,

if t w o free blo c ks lies next to eac h other, th us merging them in to one blo c k.
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1 I n p u t : A p o i n t e r t o t h e a l l o c a t e d m e m o r y w i t h i n a b l o c k

2 O u t p u t : < n o n e >

3

4 f u n c t i o n f r e e ( m e m b l o c k ) {

5

6 b l o c k = m e m b l o c k � h e a d e r _ s i z e

7

8 i f ( b l o c k . p r e v . u s e d = = U N U S E D & & b l o c k . p r e v < b l o c k )

9 c o a l e s c e ( b l o c k . p r e v , b l o c k )

10 i f ( b l o c k . n e x t . u s e d = = U N U S E D & & b l o c k . n e x t > b l o c k )

11 c o a l e s c e ( b l o c k , b l o c k . n e x t )

12 b l o c k . u s e d = U N U S E D

13

14 }

Co de 14: Pseudo co de for Next Fit's free function

4.1.2 Buddy System

The implemen tation of the Buddy System has a few di�erences from the

design. The ma jor di�erence is that w e ha v e implemen ted it main taining

the total free memory as the largest blo c k size instead of a 2k
n um b er. If

the amoun t of free memory is e.g. 22000 b ytes, when the k ernel co de and

the memory manager's static data is subtracted, the largest blo c k size in our

v ersion is 22000 b ytes. As explained in Section 2.3.4, the original Binary

Buddy System only allo cates blo c ks, whose size is a p o w er of t w o. Hence,

the 22000 b ytes is matc hed using blo c ks of suc h sizes, whic h is illustrated in

Figure 4.2.

16 kB 4 kB 1 kB 256 B 128 B 64 B 32 B 16 B

22000 bytes of free memory

Figure 4.2: 22000 b ytes partioned in to blo c k sizes used b y a Binary Buddy

System

In our deriv ation of the Binary Buddy System, the second largest blo c k

size is calculated b y dividing the largest blo c k size b y t w o. An in teger divi-

sion, whic h alw a ys rounds do wn, is p erformed. The default minim um blo c k

size in our manager is set using a prepro cessor de�ne:

� MIN_BLOCK_SIZE = 16

When calculating blo c k sizes, w e k eep dividing b y t w o, while the curren t

blo c k size is greater than or equal to MIN_BLOCK_SIZE . Resulting blo c k
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sizes less than MIN_BLOCK_SIZE are not added to the list of p ermitted

blo c k sizes. 22000 b ytes of free memory giv es the follo wing, elev en blo c k

sizes: 22000 B, 11000 B, 5500 B, 2750 B, 1375 B, 687 B, 343 B, 171 B, 85 B,

42 B, and 21 B. Figure 4.3 illustrates the blo c k sizes used b y the implemen ted

Buddy System, when the amoun t of free memory is 22000 b ytes at b o ot time.

11000 B 11000 B

5500 B 5500 B 5500 B 5500 B

2750 2750 2750 2750 2750 2750 2750 2750

1375 B

687 B

343 B

21 B

22000 B

22000 bytes of free memory

Figure 4.3: 22000 b ytes partioned in to blo c k sizes using our deriv ation of the

Binary Buddy System

Allo cation and Deallo cation of Memory

Our implemen tation pro vides four functions for allo cation and deallo cation

of memory: mallo c , free , kMallo c , and kF ree . The �rst t w o functions are

wrapp er functions for doing semaphore-protected allo cation and deallo cation

using kMallo c and kF ree , resp ectiv ely . W e w ere inspired b y [Lo v05 ] to mak e

this division.

The pseudo co de for allo cation and deallo cation in the implemen ted

Buddy System is more complex than the similar pseudo co de for Next Fit,

Co de 13 and Co de 14. Moreo v er, they consist of more lines. Because of their

size, they are placed in App endix B.1. Co de 30 and Co de 31 in the app endix

should pro vide the reader with an understanding of the Buddy System's com-

plexit y . The pseudo co des abstract a w a y from semaphore handling, in terrupt

handling, and concrete p oin ter arithmetics. Ev en though the pseudo co des

are placed in an app endix, w e encourage the reader to examine them, as

the remainder of this section exp ects the reader to b e familiar with it. The

functions are en titled �mallo c� and �free�, b ecause the previously men tioned

division is not relev an t on the abstraction lev el of the pseudo co des. None of

our sources w ere able to pro vide us with pseudo co de for the Buddy System,

and due to that, Co de 30 and Co de 31 ha v e b een dev elop ed b y us.

W e use �ags, as done in Lin ux, to tell kMallo c and kF ree whic h kind of

lo c k they should use to a v oid race conditions on the data structures. Thereb y
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messing up the static data of the memory manager is a v oided. The t w o �ags

w e use are MM_A TOMIC and MM_NORMAL . The MM_A TOMIC �ag

m ust b e used, when the calling pro cess cannot sleep, b ecause it is an in terrupt

handler or the initializer of Y AMOS . This �ag w orks b y disabling in terrupts

to a v oid b eing in terrupted and risk con tamination. The MM_NORMAL

�ag is only used b y user pro cesses. The reason for this is that it will lo c k out

usage of the allo cation and deallo cation functions b y obtaining a lo c k using a

semaphore. User pro cesses should call mallo c and free , whic h automatically

uses MM_NORMAL . The reason, wh y w e made these �ags, w as to giv e an

in terface, whic h the programmer in most cases is familiar with, b ecause it is

the w a y , it is handled in Lin ux. [Lo v05 ]

Data Structures

W e ha v e three di�eren t t yp es of structures to manage the memory . Co de 15

is a structure used to con trol the elemen ts of a freelist. The MmF reelistS

structure exists once for eac h blo c k size and con tains a p oin ter to the �rst

MmF reelistElemen tS that has the giv en blo c k size, if suc h one exists, other-

wise it just p oin ts to NULL. W e ha v e determined that w e will no ha v e more

than 11 of suc h blo c k sizes with a minim um blo c k size of 16 B. Co de 16 con-

tains information ab out the free blo c ks b y storing the address of the place

in the memory , i.e. where the blo c k b egins. Co de 17 con tains information

ab out the allo cated blo c ks. This information includes the address of the

place in memory , where the blo c k starts and the size allo cated for it (the full

size, not just the requested).

W e ha v e t w o coun ters, en titled noOfUsedF reelists and noOfAllo cated-

Blo c ks . The former denotes the n um b er of freelists, whic h is necessary ,

b ecause w e ma y not ha v e 11 di�eren t blo c k sizes, e.g. the n um b er of blo c k

sizes c hanges from 11 to 10, when there is less than 16 kB of free mem-

ory at b o ot time. noOfAllo catedBlo c ks indicates the n um b er of used en-

tries in the allo cation table. W e k eep the allo cation table in an unfrag-

men ted condition, i.e. ev ery en try from 0 to noOfAllo catedBlo c ks � 1 is

used b y allo cations, and the en tries from noOfAllo catedBlo c ks to ALLOCA-

TION_T ABLE_ENTRIES � 1 is un used. The n um b er of allo cation table

en tries is de�ned at compile time and denotes the n um b er of p ossible en tries

in the allo cation table, i.e. the size of the allo cation table.

In Section 3.1.3 w e decided to handle the �xed size arra y , con taining

1 t y p e d e f s t r u c t M m F r e e l i s t S {

2 W o r d b l o c k S i z e ;

3 M m F r e e l i s t E l e m e n t S � p H e a d ;

4 } M m F r e e l i s t S ;

Co de 15: Structure con taining information ab out a freelist
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the freelist elemen ts, in the same w a y as w e handle the allo cation table. W e

decided to k eep the arra y in an unfragmen ted condition and recycle en tries b y

mo ving the last, used en try in to newly created gaps. Ho w ev er, for the actual

implemen tation w e ha v e come up with a sligh tly b etter solution. When the

memory manager is initialized, an initial freelist elemen t is set up in en try

0 of the arra y and a link ed list con taining the remaining en tries is built.

This list is en titled �the list of un used elemen ts� and the address of the �rst

elemen t is alw a ys sa v ed in the global v ariable pUn usedElemen ts . Figure 4.4

sho ws the initial con ten ts of the arra y .

pAddress = (first address in real memory)
pNext = NULL

pAddress (not initialized)
pNext

pAddress (not initialized)

pAddress (not initialized)
pNext

pNext = NULL

pAddress (not initialized)
pNext

0

1

2

pUnusedElements

Index

N-2

N-1

Figure 4.4: Initial state of the �xed size arra y con taining the freelist elemen ts

The adv an tage of ha ving pUn usedElemen ts is that w e will ac hiev e a faster

allo cation than if w e k ept the static arra y unfragmen ted. The reason for this

is that w e ha v e singly link ed lists in the arra y . When the last, used elemen t

in the arra y is mo v ed in to a gap, w e ha v e to up date the next-p oin ter of its

predecessor in order not to break the link ed list, whic h the elemen t is mem b er

of. In this case, a singly link ed list forces us to do an exhaustiv e searc h for

the predecessor starting from the head of the list. The implemen ted solution

a v oids this, b ecause no elemen ts are mo v ed around. The fragmen tation

status of the arra y is then of no imp ortance.

1 t y p e d e f s t r u c t M m F r e e l i s t E l e m e n t S {

2 v o i d � p A d d r e s s ;

3 s t r u c t M m F r e e l i s t E l e m e n t S � p N e x t ;

4 } M m F r e e l i s t E l e m e n t S ;

Co de 16: Structure con taining information ab out a freelist elemen t
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The exhaustiv e searc h men tioned ab o v e ma y also b e a v oided b y using

doubly link ed lists. Ho w ev er, this tak es up t w o extra b ytes for ev ery struc-

ture. The default size of the arra y , whic h con tains the freelist elemen ts, is

128 en tries, and the extra cost of using doubly link ed lists is therefore 256

b ytes. That is the reason wh y w e do not use doubly link ed lists.

Figure 4.5 sho ws the placemen t of the freelist structures, the arra y of

freelist elemen ts, and the allo cation table in memory . The Y AMOS k er-

nel co de b egins at the absolute address 0x8000 and the end is mark ed with

freespace_b egin in our link er script. The three men tioned arra ys of struc-

tures lie after freespace_b egin , taking up 1324 b ytes if the default arra y sizes

are used. The default sizes are set as prepro cessor de�nes:

� FREELISTS = 11

� FREELIST_ELEMENTS = 128

� ALLOCA TION_T ABLE_ENTRIES = 128

The total size is calculated using the size of the individual structures.

The size of a freelist structure, a freelist elemen t structure, and an allo cation

table structure is four b ytes, four b ytes, and six b ytes, resp ectiv ely . After the

static data b elonging to the memory manager, the �real� memory lies. Blo c ks

of this memory segmen t is handed out to clien ts of the memory manager.

The segmen t ends at 0xEE5D, where a memory blo c k used b y the R CX R OM

starts. Figure 4.5 do es not illustrate an y p ortion of the memory to the righ t

of 0xEE5D, b ecause it is not usable b y the memory manager. [Pro99 ]

freelist elements
Array with

allocation table
Array with

memory
"Real"

0xEE5D

freelist structures
Array with

freespace_begin

CRAPOS
kernel

0x8000

Memory manager's static data
(default size = 1324 B)

Figure 4.5: Memory organisation in Y AMOS , when the Buddy System is

used

1 t y p e d e f s t r u c t M m A l l o c a t i o n T a b l e S {

2 P i d T p i d ;

3 v o i d � p A d d r e s s ;

4 S i z e T s i z e ;

5 } M m A l l o c a t i o n T a b l e S ;

Co de 17: Structure con taining information ab out an allo cated elemen t
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Public F unctionalit y

Co de 18 sho ws the public functions of our implemen ted Buddy System.

initMm initializes all global v ariables and the three �xed arra ys. It is v ery

imp ortan t that initMm will b e called only once. The curren t implemen tation

do es not mark whether the memory manager has b een initialized, i.e. a call

to initMm resets the memory manager at an y time. mallo c and free should

b e used b y user pro cesses to allo cate and free memory . kMallo c and kF ree

with the �ag MM_A TOMIC should b e used b y the k ernel to allo cate and

free memory . getF reeMemory returns the amoun t of free memory at a giv en

time.

Determining Coalescable Blo c ks

Due to the rounding that o ccur with our w a y of implemen ting the Buddy

System, it is hard to determine, whether t w o blo c ks ma y b e coalesced. W e

need to mak e a sligh tly more complex function to answ er suc h a question

than needed in the Binary Buddy System. Co de 19 sho ws the w a y w e ha v e

implemen ted this functionalit y . An idea, whic h can b e used in a Binary

Buddy System, is:

� Subtract pRealMemory from the left blo c k of the p ossible coalescing

blo c ks

� If the remainder of that result divided b y the blo c k size one magnitude

bigger equals zero then the blo c ks ma y b e coalesced

W e will sho w a few examples with 22000 B (0x55F0) free memory , and

pRealMemory of 0x986D (calculated b y subtracting free memory from MM_END

whic h defaults to 0xEE5D)

F or the Binary Buddy this will result in blo c k sizes of 16384 B, 8192 B,

4096 B, 2048 B, 1024 B, 512 B, 256 B, 128 B, 64 B, 32 B, and 16 B. W e will

place a blo c k with a blo c k size of 16 B on the address 0xD86D. Please note,

16 = 0x10 and 32 = 0x20 in the follo wing.

Step 1: 0xD86D � 0x986D = 0x4000

Step 2: 0x4000 mo d 0x20 = 0

1 i n t i n i t M m ( v o i d ) ;

2 v o i d � m a l l o c ( S i z e T s i z e ) ;

3 v o i d f r e e ( c o n s t v o i d � p ) ;

4 v o i d � k M a l l o c ( S i z e T s i z e , i n t f l a g s ) ;

5 v o i d k F r e e ( c o n s t v o i d � p , i n t f l a g s ) ;

6 i n t g e t F r e e M e m o r y ( v o i d ) ;

Co de 18: F unctionalit y o�ered b y our implemen ted Buddy System
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This means that this blo c k is coalescable with the blo c k on the righ t.

Let us mo v e the address 16 B to the left:

Step 1: 0xD85D � 0x986D = 0x3FF0

Step 2: 0x3FF0 mo d 0x20 = 0x0010

This means that the blo c k is not coalescable with the blo c k on the righ t, but

it will b e coalescable with the blo c k on the left.

W e will giv e an example on wh y w e cannot use this algorithm with these

blo c k sizes: 22000 B, 11000 B, 5500 B, 2750 B, 1375 B, 687 B, 343 B, 171 B,

85 B, 42 B, and 21 B. W e will use the same example as ab o v e to demonstrate

our problems with determining whether it is allo w ed. In this example the

c hanges are that the blo c k size is 21 B (0x13) and the address is 0x2AF8

(the address halfw a y b et w een pRealMemory and MM_END ).

Step 1: 0xC365 � 0x986D = 0x2AF8

Step 2: 0x2AF8 mo d 0x2A = 0x26

This result sho ws that the algorithm is un usable when determining coalesca-

ble blo c ks in our implemen tation, b ecause it is required that the middle

address will alw a ys b e the left elemen t in a coalescing case. A left elemen t

that should alw a ys b e coalescable with its righ t neigh b our. Co de 19 w orks

in a di�eren t w a y , whic h yields usable results in our implemen tation. It also

starts b y subtracting pRealMemory from the inputted address, and after

that the result is pro cessed in a for-lo op. The lo op starts b y comparing

address with the largest p ermitted blo c k size. If address is greater than

or equal to the blo c k size, then the blo c k size is subtracted from address .

The lo op pro ceeds in this w a y , only altering the freelist, whic h it gets the

blo c k size from, i.e. the next pass compares address with the second largest,

p ermitted blo c k size. The address 0x2AF8 w orks w orks out �ne, when the

pro cedure from Co de 19 is used (note that 0x2AF8 = 50021 and 0x986D =

39021):

Step 1: 50021� 39021 = 11000
Step 2: 11000� 11000 = 0

Situations of Coalescing

Esp ecially the free function of our Buddy System ha v e a high lev el of com-

plexit y . When the elemen t, whic h is resp onsible for the memory blo c k b eing

deallo cated, has b een initially inserted in to a freelist, the job of coalescing

elemen ts b egins. W e encoun ter �v e di�eren t situations that need sp ecial

atten tion:

1. A left neigh b our exists and it is the �rst elemen t in the freelist
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� W e try to coalesce the t w o �rst elemen ts in the freelist

2. A left neigh b our exists but it is not the �rst elemen t in the freelist

� W e try to coalesce the left neigh b our and the inserted elemen t

3. A left and a righ t neigh b our exist, the left neigh b our is the �rst elemen t

in the freelist

� W e try to coalesce the second and third elemen t in the freelist

4. A left and a righ t neigh b our exist, the left neigh b our is not the �rst

elemen t in the freelist

� W e try to coalesce the inserted elemen t and the righ t neigh b our

5. A left neigh b our do es not exist, a righ t neigh b our exists

� W e try to coalesce the �rst t w o elemen ts in the freelist

The use of singly link ed lists to store the elemen ts of the freelists forces

us to ha v e that man y sp ecial cases. The �v e cases are examined from 1 to 5,

jumping bac k to 1 if successful. It ma y seem strange, wh y situation 1 cannot

b e handled in the same w a y as situation 2, i.e. b y trying to coalesce the left

neigh b our and the inserted elemen t. That action requires us to ha v e a hold

of the elemen t to the left of the left neigh b our. When the left neigh b our

is the �rst elemen t in the freelist, the p oin ter to the left neigh b our of the

left neigh b our, returned b y our help function insertIn toF reelist , is NULL.

Thereb y w e cannot dereference the p oin ter and op en an y sort of structure.

If it is the case that t w o elemen ts ma y b e coalesced, it is alw a ys necessary

to b e able to dereference the p oin ter returned b y insertIn toF reelist . The

reason for this is that w e need to c hange the next-p oin ter of the elemen t

b efore the t w o elemen ts b eing coalesced. Doubly link ed lists could ha v e sa v ed

us man y op erations, enabling us to co de a simpler coalesce functionalit y .

insertIn toF reelist will not b e discussed an y further in this rep ort - additional

details are a v ailable in the source co de for Y AMOS .

The program handling situation 1 is a v ailable in Co de 20. The co de leads

us to a more concrete lev el, when discussing the op erations of the coalescing

functionalit y . address1 and address2 are assigned the addresses in real mem-

ory , whic h the �rst and the second elemen t in the freelist are resp onsible for,

resp ectiv ely . If the elemen ts are resp onsible for t w o memory blo c ks, whic h

lie next to eac h other in the real memory segmen t, then ma yBeCoalesced

is in v ok ed. It no w decides whether the coalescing pro ceeds. If it returns

true, the coalescing op erations for situation 1 are commenced. This in v olv es

sa ving the address of the �rst elemen t, remo ving the �rst and the second

P age 99 of 143



4.1 Memory Managemen t

elemen t from the freelist, adding the t w o elemen ts to the list of un used ele-

men ts, inserting a blo c k in the freelist ab o v e the curren t freelist, and setting

coalescingHasBeenDone to true.

The implemen tation of our Buddy System w orks without problems, but

it is no secret that it w ould b ene�t from a restructuring and a clean-up.

4.1.3 Summary

In this section w e implemen ted b oth our memory managers, Next Fit and

the Buddy System. Next Fit w ere implemen ted as a doubly link ed list and

t w o functions w ere implemen ted to supp ort it, mallo c and free . mallo c is

used, when allo cating memory and free is used to clean up, when deallo cating

memory . The minim um blo c k size that can b e allo cated with Next Fit is 1

B, but y ou get a blo c k structure for ev ery blo c k, whose size is 8 B.

The Buddy System w as implemen ted as a deriv ation of the Binary Buddy

System. The deriv ation uses a di�eren t mo del of partitioning the free mem-

ory , than the Binary Buddy System. The largest blo c k size in our v ersion

b ecomes the amoun t of free memory , whic h is di�eren t from the original

v ersion, where blo c k sizes m ust b e based on 2k
. The implemen tation of the

Buddy System is complex, b ecause w e c hose to use singly link ed lists for the

freelists.
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1 B y t e m a y B e C o a l e s c e d ( i n t f r e e l i s t I n d e x , W o r d a d d r e s s )

2 {

3 i n t i ;

4

5 a d d r e s s � = ( W o r d ) p R e a l M e m o r y ;

6 f o r ( i = 1 ; i < f r e e l i s t I n d e x ; i + + ) {

7 i f ( a d d r e s s > = p F r e e l i s t s [ i ] . b l o c k S i z e ) {

8 a d d r e s s � = p F r e e l i s t s [ i ] . b l o c k S i z e ;

9 }

10 }

11 i f ( a d d r e s s = = 0 ) {

12 r e t u r n 1 ;

13 } e l s e {

14 r e t u r n 0 ;

15 }

16 }

Co de 19: ma yBeCoalesced

1 / / A b l o c k h a s b e e n i n s e r t e d i n t o a f r e e l i s t a n d w e w i l l

2 / / e x a m i n e , w h e t h e r c o a l e s c i n g s h o u l d b e d o n e f o r e i t h e r

3 / / t h e l e f t n e i g h b o u r b l o c k a n d t h e i n s e r t e d b l o c k , o r t h e

4 / / i n s e r t e d b l o c k a n d t h e r i g h t n e i g h b o u r b l o c k � t h i s

5 / / l e a d s t o f i v e s i t u a t i o n s

6 d o {

7 c o a l e s c i n g H a s B e e n D o n e = 0 ;

8 i f ( i n s e r t i o n I n f o . l e f t N e i g h b o u r E x i s t s ) {

9 i f ( i n s e r t i o n I n f o . p M o s t L e f t = = N U L L ) {

10 / / W h e n a l e f t n e i g h b o u r e x i s t s a n d p M o s t L e f t i s

11 / / n u l l , w e l o o k a t t h e f i r s t t w o b l o c k s i n t h e

12 / / f r e e l i s t

13 a d d r e s s 1 = ( W o r d ) p F r e e l i s t s [ f r e e l i s t I n d e x ] . p H e a d � >

14 p A d d r e s s ;

15 a d d r e s s 2 = ( W o r d ) p F r e e l i s t s [ f r e e l i s t I n d e x ] . p H e a d � >

16 p N e x t � >p A d d r e s s ;

17 i f ( ( a d d r e s s 2 � a d d r e s s 1 = =

18 p F r e e l i s t s [ f r e e l i s t I n d e x ] . b l o c k S i z e ) & &

19 m a y B e C o a l e s c e d ( f r e e l i s t I n d e x , a d d r e s s 1 ) ) {

20 p S a v e d E l e m e n t = p F r e e l i s t s [ f r e e l i s t I n d e x ] . p H e a d ;

21 p F r e e l i s t s [ f r e e l i s t I n d e x ] . p H e a d =

22 p F r e e l i s t s [ f r e e l i s t I n d e x ] . p H e a d � > p N e x t � > p N e x t ;

23 p S a v e d E l e m e n t � > p N e x t � > p N e x t = p U n u s e d E l e m e n t s ;

24 p U n u s e d E l e m e n t s = p S a v e d E l e m e n t ;

25 i n s e r t I n t o F r e e l i s t ( f r e e l i s t I n d e x � 1 , a d d r e s s 1 ,

26 & i n s e r t i o n I n f o ) ;

27 c o a l e s c i n g H a s B e e n D o n e = 1 ;

28 }

29 . . .

Co de 20: Situation 1 of the coalescing functionalit y

P age 101 of 143



4.2 T ask Managemen t

4.2 T ask Managemen t

When implemen ting our task manager, w e faced the task of ha ving to imple-

men t a data structure to con�ne our tasks within. A dditionally , w e needed

sev eral functions to main tain this data structure. F urthermore, w e needed

to design a function that adheres to the design criteria of the task sc heduler,

b y this w e mean ageing, round-robin and priorit y-lev els as previously men-

tioned in Section 3.3. In this section w e will presen t and explain the pseudo

co de of the most vital functions in our task manager.

4.2.1 Managing T asks

As previously men tioned in Section 3.3.1, w e ha v e c hosen to implemen t link ed

lists to con tain our pro cess list. W e divided our link ed list in to three parts,

enabling us to distinguish b et w een the follo wing t yp es of list elemen ts.

� pUn usedList: UNUSED elemen ts, where new tasks can b e allo cated

� pReadyList: READ Y elemen ts that ha v e not b een sc heduled y et

� pPro cessList: R UNNING, SEMAPHORE, SLEEPING, and BLOCK-

ING pro cesses

W e c hose to mak e this distinction, b ecause w e w an ted to ha v e quic k access

to the di�eren t kinds of elemen ts in our list, e.g. ev ery time w e add a new

task, w e �rst c hec k if an y UNUSED elemen ts exist. W e do this b y follo wing

our p oin ter to pUn used list and c hec king, if an y elemen ts exist, and if no

elemen ts exist, w e allo cate memory to accommo date a new elemen t. When

w e p erform con text switc hing, w e add the head of pReadyList (since w e

main tain our list is in sorted order, the head elemen t alw a ys has the highest

priorit y) to our pPro cessList.

When Y AMOS is started, w e initialize the task manager b y calling init-

T askManager . The purp ose of this function is to initialize our three lists.

The pseudo co de for this function is sho wn in the Co de 4.2.1. In line 12-13

w e calculate ho w man y elemen ts a memory blo c k of elemen ts can hold. An

elemen t is here de�ned as a single pro cess list elemen t, and a blo c k is de�ned

as a con tainer that can hold a n um b er of elemen ts. F or this purp ose, w e

use the v alue MIN_MEMBLOCK, whic h is a measure of ho w m uc h memory

a memory blo c k of elemen ts should allo cate. By dividing this v alue with

the size of a single pro cess list elemen t w e obtain the n um b er of elemen ts, a

memory blo c k should hold. The follo wing line, line 15, allo cates memory for

a memory blo c k of elemen ts. Lines 18-20 initializes the list p oin ters. The

v alues initialized in lines 8-10 are used when allo cating memory .

When w e add new tasks to Y AMOS, w e use the function exec , whic h is

sho wn in the pseudo co de in Co de 4.2.1. This function adds an elemen t in

P age 102 of 143



Chapter 4: Implemen tation

1 I n p u t : <n o n e >

2 O u t p u t : T h r e e l i s t s : u n u s e d L i s t , r e a d y L i s t , a n d p r o c e s s L i s t

3

4 f u n c t i o n i n i t T a s k M a n a g e r ( ) {

5

6 p i d C o u n t e r + +

7

8 n A c t i v e P r o c e s s e s = 0

9 n R e a d y E l e m e n t s = 0

10 n U n u s e d E l e m e n t s = 0

11

12 c a l c N o O f E l e m e n t s I n M e m =

13 M I N _ M E M B L O C K / s i z e o f ( P r o c e s s L i s t E l e m e n t )

14

15 p r o c e s s L i s t = m a l l o c ( c a l c N o O f E l e m e n t s I n M e m �
16 s i z e o f ( P r o c e s s L i s t E l e m e n t ) )

17

18 p r o c e s s L i s t � >n e x t = N U L L ;

19 u n u s e d L i s t = N U L L ;

20 r e a d y L i s t = N U L L ;

21 }

Co de 21: Pseudo co de for the algorithm used to initialize the task manager

sorted order to our readyList. exec �rst lo oks in un usedList for an y UNUSED

elemen ts b y calling getUn usedElemen t as seen in line 6. If no UNUSED

elemen ts exist, a new elemen t is allo cated b y calling allo cateNewElemen t as

seen in line 9. Lines 12-19 initalize and assign v alues to our task. In line 21,

setElemen tReady inserts the task at the correct p osition in the readyList

with resp ect to its priorit y .

4.2.2 Priorities

W e c hose to implemen t 25 priorities as previously explained in Section 3.3.1.

W e c hose to allo cate a b yte to represen t a priorit y . W e ha v e split this b yte

in to di�eren t priorities as depicted in Figure 4.6. The SLEEPING priorit y

is implemen ted b y setting the b yte to 0x0 or 00000000, and the UNUSED

priorit y is set b y 0xFF or 11111111. W e are no w able to compare priorities

b y masking out the upp er or lo w er bits to c hec k, whether the priorit y is

either a USER, KERNEL, or REAL-TIME priorit y .

4.2.3 T ask Sc heduling

Based on the analysis part in this rep ort in Section 2.4.5, w e c hose to im-

plemen t our task sc heduler using a priorit y based round-robin sc heduler.

W e implemen t the aging concept to remo v e starv ation amongst user priorit y

tasks, when no real-time or k ernel priorit y tasks are presen t. The o v erall
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1 I n p u t : T h e p r i o r i t y o f t h e t a s k t o b e a d d e d , p r i o r i t y m u s t

2 n o t b e S L E E P I N G

3 O u t p u t : < n o n e >

4

5 f u n c t i o n e x e c ( p r i o r i t y ) {

6 p r o c e s s = g e t U n u s e d E l e m e n t ( )

7

8 i f ( p r o c e s s i s N U L L ) {

9 p r o c e s s = a l l o c a t e N e w E l e m e n t ( )

10 }

11

12 p r o c e s s � > p r i o r i t y = p r i o r i t y

13 p r o c e s s � > i n i t i a l P r i o r i t y = p r i o r i t y

14

15 p r o c e s s � > p P C B = m a l l o c ( s i z e o f ( P C B ) )

16 p r o c e s s � > p P C B � > p S t a c k B o t t o m = m a l l o c ( S T A C K _ S I Z E )

17 p r o c e s s � > p P C B � >p i d = p i d C o u n t e r

18 p r o c e s s � > p P C B � > t a s k S t a t e = R E A D Y

19 p r o c e s s � > p P C B � > p S t a c k = p P r o c E l � > p P C B � > p S t a c k B o t t o m

20

21 s e t E l e m e n t R e a d y ( p r o c e s s , p r i o r i t y )

22

23 p i d C o u n t e r + +

24 }

Co de 22: Pseudo co de for the algorithm used to add a task

1 1 1 1 1 1 1 1

UserReal-TimeKernel

Figure 4.6: Priorities

decisiv e actions of our sc heduler is implemen ted in a single function con-

textSwitc hT ask , see Co de 4.2.3. The functions sa v eStac k and restoreStac k

are used for task switc hing - these will b e explained in greater detail in Sec-

tion 4.2.3. This function �rst determines the t yp e of the task b y examining

the task's state. It is accomplished with the switc h statemen t, where w e

examine for one of the follo wing three states BLOCKING, TERMINA TED,

or SEMAPHORE, and p erform the appropriate action. If none of these task

states are found, w e then determine whic h priorit y lev el the pro cess b elongs

to. If the task has a KERNEL priorit y , its stac k is restored and the time

slice is th us yielded to itself. If the priorit y is REAL-TIME, the function

c hec ks whether more tasks exist with the same priorit y . When that is the

case, the next task is giv en a time slice and the task that has just executed
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a time slice is put in the b ottom of the curren t REAL-TIME priorit y lev el.

Finally , if the task is a user priorit y task, it is aged. If, after ageing the task's

priorit y and it b ecomes SLEEPING, w e c hec k if all priorities in pro cessList

are sleeping. If this is the case, all tasks ha v e their initial priorities restored,

so that w e pro vide eac h priorit y a fair amoun t of time slices based on their

priorit y .
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1 I n p u t : < n o n e >

2 O u t p u t : D e t e r m i n e s t h e n e x t t a s k t o b e g i v e n a t i m e s l i c e

3 a n d y i e l d t h e C P U t o t h i s

4

5 f u n c t i o n c o n t e x t S w i t c h ( ) {

6

7 s w i t c h ( n e x t H e a d E l e m e n t ) {

8 c a s e B L O C K I N G

9 / � K e e p e x e c u t i n g w i t h o u t i n t e r r u p t i o n s � /

10

11 c a s e T E R M I N A T E D

12 r e m o v e T e r m i n a t e d ( )

13 b r e a k

14

15 c a s e S E M A P H O R E

16 / � S e t p r i o r i t y o f t h i s e l e m e n t t o S L E E P I N G � /

17 b r e a k

18 }

19

20 i f ( n e x t H e a d E l e m e n t i s K E R N E L ) {

21 r e s t o r e S t a c k ( )

22 } e l s e i f ( n e x t H e a d E l e m e n t i s R E A L T I M E ) {

23 s a v e S t a c k ( )

24

25 / � C h e c k i f m o r e t a s k s w i t h s a m e p r i o r i t y , i f s o d o

26 r o u n d � r o b i n � /

27

28 a d d N e x t R e a d y E l e m e n t ( )

29

30 r e s t o r e S t a c k ( )

31 } e l s e {

32 / � A g e u s e r p r i o r i t y t a s k , s a v e S t a c k ( ) , a n d c h e c k i f

33 t h e t h e t a s k r e a c h e s t h e S L E E P I N G p r i o r i t y . I f t h i s

34 i s t h e c a s e c h e c k i f a l l t a s k s a r e S L E E P I N G . I f a l l

35 t a s k s a r e s l e e p i n g r e s t o r e t h e i r i n i t i a l p r i o r i t i e s

36 a n d s o r t � /

37

38 a d d T o p M o s t R e a d y E l e m e n t ( )

39 }

40

41 r e t u r n

42 }

Co de 23: Pseudo co de for p erforming con text switc hing
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Sa ving and Restoring T asks

When p erforming con text switc hes, w e alw a ys sa v e the curren t task's con-

text. These actions are p erformed b y the system timer. The assem bler co de

for sa ving the stac k is sho wn in Co de 4.2.3. W e sa v e the task's con text b y

sa ving or pushing CPU register R0-R5 on the stac k and the SP is implicitly

sa v ed in R7, since this is the register that holds the SP . Section 2.1 clari-

�es this. Register R6, the frame p oin ter, is sa v ed implicitly b y the R OM,

ho w ev er, GCC also implicitly sa v es the framep oin ter R6 and w e therefore

p op R6 once (remo v e R6 from the stac k), when sa ving our stac k. The latter

could b e a v oided b y using the compiler �ag �-fomit-frame-p oin ter�, whic h

tells the compiler to omit sa ving the frame p oin ter, ho w ev er, this could lead

to unexp ected program b eha vior in other co de segmen ts, so w e decided not

to follo w this course of action.

1 p o p r 6

2

3 p u s h r 0

4 p u s h r 1

5 p u s h r 2

6 p u s h r 3

7 p u s h r 4

8 p u s h r 5

Co de 24: Assem bler co de for sa ving the stac k

When w e restore a stac k, w e need to mo v e all registers that is p oin ted

to b y the SP in to the curren t con text. The assem bler co de for restoring

the stac k in sho wn in Co de section 4.2.3. W e �rst pass our curren t SP to

con textSwitc h in line 1, w e then call con textSwitc h with the passed SP and

the SP of the next task is returned, this is accomplished in line 2. In line

3, w e set the returned SP to b e the curren t SP . Next, w e reset the timer b y

clearing the Compare-Matc h A In terrupt �ag in line 5. W e no w use the POP

instructions to load the registers asso ciated with the new SP from memory .

Register R6 will b e restored b y R OM, ho w ev er, since GCC again implicitly

restores R6 b y p opping it o� the stac k, w e push R6 on to the stac k to a v oid

errors.

4.2.4 Summary

When implemen ting our task manager, w e striv ed to minimize the execution

time when p erforming con text-switc hing. This goal w as met due of the

fact that since the system timer p erforms con text switc hing ev ery 10 ms,

this action will b e p erformed relativ ely often in Y AMOS. W e also striv ed to

reduce latency times of the executing real-time tasks, and, since these tasks

will not b e sc heduled un til con text switc hing has b een p erformed, w e also
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1 m o v . w s p , r 0

2 j s r @ _ c o n t e x t S w i t c h

3 m o v . w r 0 , s p

4

5 b c l r # 3 , @ 0 x 9 1 : 8

6

7 p o p r 5

8 p o p r 4

9 p o p r 3

10 p o p r 2

11 p o p r 1

12 p o p r 0

13

14 p u s h r 6

Co de 25: Assem bler co de for restoring the stac k

w an ted to reduce execution time of con text switc hing.

The next Section will describ e the implemen tation phase of our semaphores.

4.3 Semaphores

This section will explain the implemen tation of semaphores. It co v ers ho w w e

ha v e made the semaphore op erations atomic and ho w pro cesses are blo c k ed

and yielded when added to a semaphore queue.

4.3.1 A tomic Op erations

The part of the semaphore, where the lo c k c hanges state, m ust b e atomic,

whic h means that it m ust not b e in terrupted. Timer in terrupts o ccur con-

stan tly , whic h mak es it p ossible for the in terrupt handler to let the task

manager switc h to another pro cess. This could happ en b et w een an y instruc-

tion, and, as the H8/300 CPU do es not ha v e an instruction to b oth test and

set a v alue, w e ha v e to mak e sure that sev eral instructions will b e executed

con tin uously . This can b e done b y disabling the in terrupts. So, in order to

mak e part of our semaphore co de atomic, w e simply disable in terrupts, whic h

is done b y setting bit 7 of the CCR. When this is done, all in terrupts are

unmask ed, except the NMI, whic h can b e triggered b y the w atc hdog timer.

Ho w ev er, it is imp ortan t to notice that while the in terrupts are disabled,

only one in terrupt is queued for eac h IR Q. This ha v e the e�ect that ji�es

in our system timer ma y b e lost, if the atomic op erations ha v e not �nished

b efore t w o or more 16-bit timer in terrupts o ccur.

P age 108 of 143



Chapter 4: Implemen tation

4.3.2 Pro cess Queueing

Often semaphores are used with the functions w ait and signal . In our imple-

men tation w e ha v e also implemen ted those t w o functions, but w ait is nev er

called directly . Instead, the function semaphore is called, whic h then mak es

sure that w ait is in v ok ed. Besides calling w ait , the function semaphore mak es

it p ossible to ha v e sev eral semaphores b y k eeping trac k of all the semaphores

in a link ed list.

The function w ait will basically let a pro cess en ter the semaphore or

queue it, dep ending on the semaphores lo c k. Please lo ok at Co de 26. In ter-

rupts are not enabled when a pro cess is queued b y w ait . When calling yield ,

the co de execution is not supp osed to return, and yield will mak e sure to

enable in terrupts again. As sho wn in the pseudo co de, w e giv e the pro cess

in the semaphore the highest priorit y a v ailable among itself and all the pro-

cesses in the queue. That actionis men tioned in Section 3.4.1 and is called

priorit y inheritance. W e use this in order to prev en t priorit y in v ersion.
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1 I n p u t : A s e m a p h o r e

2 O u t p u t : < n o n e >

3

4 f u n c t i o n w a i t ( s e m a p h o r e ) {

5

6 d i s a b l e _ i n t e r r u p t s

7

8 i f ( s e m a p h o r e . l o c k = = u n l o c k e d ) {

9

10 s e m a p h o r e . l o c k = l o c k e d

11

12 s e m a p h o r e . p r o c e s s = c u r r e n t _ p r o c e s s

13 s e m a p h o r e . o r i g i n a l _ p r i o r i t y = c u r r e n t _ p r o c e s s . p r i o r i t y

14 s e m a p h o r e . p r o c e s s . p r i o r i t y = s e m a p h o r e . m a x _ p r i o r i t y

15

16 e n a b l e _ i n t e r r u p t s

17

18 / � C R I T I C A L S E C T I O N � /

19

20 } e l s e {

21

22 s e m a p h o r e . q u e u e . a d d ( p r o c e s s )

23

24 i f ( p r o c e s s . p r i o r i t y > s e m a p h o r e . p r o c e s s . p r i o r i t y )

25 s e m a p h o r e . p r o c e s s . p r i o r i t y = p r o c e s s . p r i o r i t y

26

27 b l o c k ( p r o c e s s )

28 y i e l d ( p r o c e s s )

29

30 }

31

32 }

Co de 26: Pseudo co de for w ait

As w e use priorit y inheritance, the real priorit y of a pro cess m ust b e

restored, when it lea v es a semaphore. This is the �rst job for the function

signal . Next, it lets a new pro cess from the semaphore queue en ter the

semaphore or, if the queue is empt y , the semaphore is set to unlo c k ed. Please

lo ok at Co de 27.
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1 I n p u t : A s e m a p h o r e

2 O u t p u t : <n o n e >

3

4 f u n c t i o n s i g n a l ( s e m a p h o r e ) {

5

6 s e m a p h o r e . p r o c e s s . p r i o r i t y = s e m a p h o r e . o r i g i n a l _ p r i o r i t y

7

8 d i s a b l e _ i n t e r r u p t s

9

10 i f ( s e m a p h o r e . q u e u e ! = e m p t y ) {

11

12 s e m a p h o r e . o r i g i n a l _ p r i o r i t y = s e m a p h o r e . q u e u e . p r o c e s s .

p r i o r i t y

13 s e m a p h o r e . p r o c e s s = s e m a p h o r e . q u e u e . p r o c e s s

14 s e m a p h o r e . q u e u e . r e m o v e ( s e m a p h o r e . p r o c e s s )

15 u n b l o c k ( s e m a p h o r e . p r o c e s s )

16

17 } e l s e {

18

19 s e m a p h o r e . l o c k = u n l o c k e d

20

21 }

22

23 e n a b l e _ i n t e r r u p t s

24

25 }

Co de 27: Pseudo co de for signal

4.4 Device Driv ers

The goal of this c hapter is to div e in to the device driv ers w e ha v e written for

Y AMOS. Device driv ers are not as big a sub ject as e.g. memory managemen t,

th us w e ha v e decided to mak e this the only section ab out device driv ers in

this rep ort. Ho w ev er, w e will not test the driv ers at this p oin t and as a

result lea v e that part out for the test section of the rep ort, where the driv ers

are tested together with other parts of the OS. The remainders are analysis,

design, and implemen tation, all of whic h w e will co v er in this section.

4.4.1 Liquid Crystal Displa y

As previously men tioned in Section 2.1.5, the Liquid Crystal Displa y (LCD)

is divided in to 43 segmen ts, and for that reason the p ossible expressions

are rather limited. Figure 4.7 sho ws the LCD with all segmen ts turned on.

Esp ecially for debugging purp oses, it is imp ortan t for us to b e able to use the

LCD, th us the LCD driv er w as one of the �rst program segmen ts, written

for Y AMOS. W e will start b y examining the LCD supp ort implemen ted in

Bric kOS and ChaOS. The goal of this examination is to determine what
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functionalit y w e will need in our driv er.

Figure 4.7: Bric kEm u with all LCD segmen ts turned on.

F rom a C programmer's p ersp ectiv e, Bric kOS has divided its LCD sup-

p ort in to the headers dlcd.h and conio.h . The headers con tain de�nitions

for ev ery segmen t, enabling dev elop ers to write meaningful programs, where

they ha v e the p ossibilit y to reference de�nitions instead of using strange

v alues directly . The latter, conio.h , has functions for writing sp eci�c bit pat-

terns, hexadecimal digits, and c haracters to eac h of the �v e text segmen ts

on the LCD. In addition, the header �le pro vides functions for writing a

text string on the LCD (with maxim um length 5) and clearing these text

segmen ts. [T ea05 ]

ChaOS o�ers the same functionalit y as Bric kOS and a few extra features.

Long strings can b e displa y ed b y the use of scrolling, and it is p ossible to

toggle built-in icons of the LCD (the sym b ols illustrated in Figure 4.7, except

from the �v e text segmen ts). [TKD

+
01a]

W e ha v e decided to o�er prin ting of signed in tegers, unsigned hexadec-

imals, c haracters at sp eci�c p ositions, and toggling of icons. Ob viously , w e

will also o�er functions to refresh the LCD, clear the en tire LCD, and clear

the text segmen ts explicitly . Here is a list of functions that the LCD driv er

of Y AMOS o�ers to the op erating system itself and user programs through

lc h.h :
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1 i n t p r i n t I n t ( i n t i ) ;

2 v o i d p r i n t H e x ( W o r d v a l u e ) ;

3 i n t p r i n t C h a r ( c h a r c , i n t p o s ) ;

4 i n t p r i n t ( c h a r � s ) ;

5 i n t s h o w I c o n ( W o r d i c o n ) ;

6 i n t h i d e I c o n ( W o r d i c o n ) ;

7 v o i d u p d a t e ( v o i d ) ;

8 v o i d c l e a r ( v o i d ) ;

9 v o i d c l e a r T e x t S e g m e n t s ( v o i d ) ;

W e will not explain the details of ev ery function here; the functions are

do cumen ted v ery w ell inside lc h.h , enabling us (and y ou) to generate useful

Do xygen do cumen tation. Ho w ev er, a couple of details is to b e rev ealed. The

�rst function, prin tIn t , utilizes the R OM routine for prin ting signed in tegers

b et w een -9999 and 9999, but that is not the fact for prin tHex . prin tHex is

more sophisticated, doing a man ual con v ersion of an unsigned in teger in to a

hexadecimal v alue, represen ted as a string. A t last, prin t is called to prin t

the generated string. W e ha v e used prin tHex for debugging purp oses, as it is

con v enien t to get addresses and register v alues prin ted as hex immediately .

prin t utilizes prin tChar to prin t eac h c haracter of an input string one at a

time.

The non-v oid functions c hec k for in v alid input, e.g. prin tIn t returns -1, if

the input in teger is less than -9999 or greater than 9999. If a string con tains

non-prin table c haracters, i.e. c haracters di�eren t from n um b ers, lo w er-case

letters, or upp er-case letters, prin t do es not prin t the string. Not ev en a

part of the string is prin ted, due to the fact that a string is c hec k ed en tirely ,

b efore an y prin ting is done.

The functions b eha v e di�eren tly with regard to clearing the LCD b efore

prin t and refreshing it afterw ards. W e encourage the reader to consult our

Do xygen do cumen tation on that matter.

W e conclude this Section ab out the LCD driv er with a small co de snip

example whic h targets the use of sho wIcon and prin t :

The resulting output is sho wn in Figure 4.8.

1 # i n c l u d e < l c d . h >

2

3 v o i d _ m a i n ( v o i d )

4 {

5 s h o w I c o n ( L C D _ W A L K I N G) ;

6 s h o w I c o n ( L C D _ B A T T E R Y ) ;

7 p r i n t ( " d 2 0 3 a " ) ;

8 w h i l e ( 1 ) ;

9 }
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Figure 4.8: Generated output b y the LCD co de example.

4.4.2 A ctuators

As describ ed in Section 2.1.5, a n um b er of di�eren t devices or actuators can

b e connected to the output p orts of the R CX. W e ha v e concen trated on only

writing driv ers for the motors, mostly b ecause of the time constrain ts, but

these same driv ers can b e used to con trol LEDs connected to the output

p ort. F or example, the LEDs will turn on, when the motors are put in

either direction and turn o�, when the motors are set to freewheel. F or more

details, please refer to Section 2.1.5.

T o use the motor driv ers, motor.h has to b e included. motor.h con tains

a list of a v ailable functions, de�nes, and t yp e de�nitions essen tial to the

op eration of the motors. This is the list of functions that the motor driv er

o�ers to the op erating system and user programs:

1 v o i d s e t M o t o r S t a t e ( M o t o r P o r t p o r t , M o t o r S t a t e s t a t e ) ;

2 v o i d s e t M o t o r S p e e d ( M o t o r P o r t p o r t , B y t e s p e e d ) ;

3 v o i d u p d a t e M o t o r s ( v o i d ) ;

The core driv er is v ery simple, b ecause the motors can b e con trolled

b y setting di�eren t bits in the R CX output p ort registers, as explained in

Section 2.1.5. The only action p erformed b y the core is therefore setting

these bits accordingly to the parameters supplied with the functions. As can

b e seen in the function setMotorState , there are t w o parameters: Whic h p ort

to use and what state to put this p ort in. The core function can only tak e in

four states to put the motors in: F reewheel, the t w o directions, and brak e. It

is not p ossible to set the rotation sp eed of the motors in the setMotorState

function.

The sp eed of the motors is altered with the help of pulse width mo dula-

tion. This is done b y con tin uously turning the motors on and o� (running

in a sp eci�c direction and freewheel, resp ectiv ely). By v arying the amoun t

of time, the motors are either turned on or o�, it is p ossible to alter the

sp eed of them. They are turned on and o� b y the in terrupt used b y the task

sc heduler. Placed somewhere in memory , is the motor w a v eforms, whic h

essen tially are 8-bit v alues. The sp eed of the motors is con trolled b y these

v alues. If the v alue is fully cleared to 0, the motor will not run, if all 8 bits

is set to 1 (equiv alen t to the decimal v alue 255), the motor will run at full

sp eed, and half sp eed if four of the bits is set (decimal v alue 15) and so on.
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The function setMotorSp eed will up date these w a v eforms.

Ev ery time an in terrupt is generated, the up dateMotors function is called.

The �rst thing, that happ ens in this function, is that all the motors will b e

turned o� and then the least signi�can t bit in the w a v eform v alue will b e

c hec k ed (bit 0). If the bit is set, the corresp onding motor will b e turned on.

Afterw ards, the whole 8 bit v alue is shifted one bit to the righ t and the out

shifted bit will b e placed at the most signi�can t bit. This means that bit 7

in the w a v eform will b e set. If the bit is zero, the corresp onding motor will

sta y o� and the v alue will b e shifted one bit to the righ t. In this w a y , the

sp eed of the motors will b e v aried accordingly to the n um b er of bits set in

the w a v eforms. This sc heme can also b e used to con trol the brigh tness of

the LEDs.

4.4.3 Summary

Creating driv ers for Y AMOS w as one of our lo w est priorities, but to b e

able to in teract with our op erating system, a few driv ers w ere a m ust. W e

created an LCD driv er, whic h o�ers the functionalit y needed b y the user to

write text and icons on the R CX displa y . When creating Y AMOS, w e used

the driv er's prin tHex function to prin t addresses out in hex for debugging

purp oses. Ho w ev er, GDB and DDD w ere later in tro duced as far b etter

debugging to ols. W e created a motor driv er enabling the user to easily set

the motors' state and sp eed. This driv er could b e used to con trol LEDs

connected to the R CX. If a led is attac hed instead of a motor, it will turn

on, when the motors are set to spin in either direction, and will turn o�,

when the motor is set in freewheel.

Ha ving implemen ted our driv ers, it is time to lea v e the implemen tation

and mo v e on to the testing c hapter of this rep ort.
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In this c hapter w e will test the design and implemen tation of Y AMOS. W e

c ho ose to test the implemen tation of the Next Fit memory manager to ensure

that mallo c and free do allo cate and free memory as designed. After testing

the Next Fit implemen tation, w e will test the memory managers up against

eac h other. W e will test our sc heduler with the L TSA to ol. Afterw ards,

w e will use those results in conjunction the results from the run time tests

made during the implemen tation c hapter. The L TSA to ol will b e used again

to test the correctness of our semaphores and whether they ensure m utual

exclusion.

5.1 Memory Managemen t

In this section w e will test our Next Fit memory manager b y using the

debugger GDB with the DDD fron tend. W e will mak e dynamic allo cation

b y using mallo c and deallo cate some of the memory again using free . W e

ha v e included debugging information to sho w that mallo c and free p erform

as in tended.

5.1.1 Allo cation T est

In this test, w e will allo cate four blo c ks of memory using the Next Fit memory

manager. The blo c k sizes, w e c ho ose to allo cate, are as follo ws:

� Blo c k1 = 100 B

� Blo c k2 = 200 B

� Blo c k3 = 300 B

� Blo c k4 = 400 B
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Figure 5.1 is a screensho ot from the debug fron tend DDD. In the debug win-

do w y ou can see a graphical represen tation of the allo cated memory blo c ks

and their doubly link ed list p oin ters.

Figure 5.1: Screenshot from DDD sho wing a graphical displa y of our allo-

cated blo c ks and their link ed list p oin ters

T o v erify that the blo c k sizes are correctly allo cated, the blo c k structures'

addresses are subtracted:

� 0x9802 - 0x9796 = (decimal) 108

� 0x98d2 - 0x9802 = (decimal) 208

� 0x9a06 - 0x98d2 = (decimal) 308

� 0x9b9e - 0x9a06 = (decimal) 408

In the list ab o v e y ou can see that 108 B, 208 B, 308 B, and 408 B

ha v e b een allo cated. The allo cated memory includes 8 B, consumed b y the

memory blo c k header, and the requested memory .

5.1.2 Deallo cation T est

In this test w e will see whether the Next Fit memory manager deallo cates

memory as it is designed to do. The test setup is as follo ws:

� Blo c k1 = 100 B allo cation

� Blo c k2 = 200 B allo cation

� Blo c k3 = 300 B allo cation

� Blo c k4 = 400 B allo cation

� Blo c k1 deallo cation
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� Blo c k2 deallo cation

Figure 5.2 is a graphical displa y of our allo cation and deallo cation.

Figure 5.2: Screenshot from DDD sho wing a graphical displa y of deallo cation

of memory

W e allo cate the same memory blo c ks as b efore, and afterw ards w e deal-

lo cate the 100 B and 200 B blo c k. As seen in Figure 5.2, the t w o blo c ks get

deallo cated and coalesced together to one blo c k again.

5.1.3 Summary

In this section w e tested our implemen tation of the Next Fit memory man-

ager. W e ha v e created t w o test cases and used the debug program DDD for

v eri�cation.

In the �rst test w e tested our allo cation function, mallo c , and allo cated

four memory blo c ks. The second test tested the deallo cation function, free .

After the t w o tests w e are able to conclude that our Next Fit implemen tation

allo cates and deallo cates memory as desired.

5.2 Next Fit vs. Buddy System

Based on the fact that w e ha v e implemen ted t w o di�eren t t yp es of memory

managers in Y AMOS, w e found it pruden t to mak e a comparison b et w een

these t w o.

Before comparing our memory managers, some common assumptions

m ust b e made in order to yield comparable results. W e ha v e assumed the

amoun t of free memory to b e 22000 B. Moreo v er, w e ha v e c hosen to ignore

the memory allo cated b y the memory blo c k headers, whic h con tains the

information needed b y the memory manager to store a memory blo c k.

W e ha v e started our comparison b y analysing the w orst-case memory

allo cation scenarios, when using b oth algorithms.
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Figure 5.3 sho ws the external fragmen tation yielded b y use of our Next

Fit memory allo cation algorithm. In (a), 22000 B of 1 B blo c ks ha v e b een

allo cated meaning that 22000 memory blo c ks ha v e b een allo cated. No w, in

(b), ev ery second memory blo c k has b een deallo cated, resulting in highly

fragmen ted memory that will only b e usable to allo cate memory for a blo c k

of size 1 B, no larger blo c k sizes can b e allo cated, un til more consecutiv e

blo c ks ha v e b een deallo cated. This means that � 50% of the total memory

will b e externally fragmen ted.

...

...(b)

(a)

1 byte

1 byte

Figure 5.3: W orst-case allo cation using Next Fit

Figure 5.4 sho ws the in ternal fragmen tation yielded b y our Buddy Sys-

tem implemen tation, when applying a w orst-case memory allo cation. When

allo cating memory for a blo c k of size

22000
2 + 1 = 11001B w e will necessarily

ha v e to allo cate the en tire 22000 B of memory and thereb y ha v e an in ternal

fragmen tation of � 50%.

10999 bytes 11001 bytes

Figure 5.4: W orst-case allo cation using Buddy System

5.2.1 Summary

These t w o w orst-case scenarios will naturally lead to the discussion of whic h

fragmen tation t yp e is preferable, external or in ternal?

A straigh t answ er cannot b e giv en to this question. W e do prefer in ter-

nal fragmen tation in precedence to external fragmen tation, b ecause remo ving
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in ternal fragmen tation is usually easier than getting rid of external fragmen-

tation. The reason for this is that applying Next Fit memory allo cation

yields o dd memory blo c k sizes, whic h can b e hard to reallo cate, while still

e�cien tly utilizing the en tire memory blo c k. The Buddy System mak es this

easier, since the allo cated blo c ks are coalesced with their resp ectiv e buddies,

when a v ailable, and deallo cated in to larger blo c ks of free memory .

5.3 T ask Managemen t

When implemen ting our task manager, w e initially dev elop ed a minimal

v ersion for use on a PC-platform. W e did this b ecause the debugging facilities

on the PC arc hitecture are more extensiv e than the ones a v ailable for the

R CX platform. By doing this, w e could test the stabilit y of our task lists and

the functions used for manipulating these lists. When these run time tests

yielded the desired results, w e p orted our PC implemen tation to the R CX

platform, whic h required little e�ort from us, since w e had not included an y

platform-dep enden t inline assem bler co de in the PC implemen tation.

Besides running exhaustiv e run time tests on our task manager on the PC

and R CX, w e also test the stabilit y and b eha viour of the task manager b y

applying di�eren t use cases. W e ha v e used the L TSA to ol to test the p ossible

outcomes of di�eren t scenarios with our task manager.

In the design part of our rep ort, in Section 3.3.1, w e tested the in teraction

b et w een the di�eren t states that our tasks could b e in at di�eren t stages of

their execution. A t the same time, w e used the testing facilities pro vided b y

the L TSA to ol to test whether deadlo c ks could o ccur in that scenario.

Besides testing the state in teractions in our system, w e ha v e made a

mo del of the priorit y in teraction in Y AMOS. A �gure of the state c hart

yielded b y the mo del, is illustrated in L TS Diagram 4. It should b e noted

to the reader that, instead of prin ting out the function used to c hange the

priorit y as is common mo delling practise, w e ha v e c hosen to prin t the results

yielded b y c hanging the priorit y . F or example, instead of lab elling eac h

transition with setPriorit y , w e ha v e c hosen to lab el the transitions with the

priorities yielded b y setPriorit y . This decision w as made in order to impro v e

user readabilit y .

W e used FSP Co de 5.3 to generate our mo del. The �rst line here sets our

initial state, state 0, to UNUSED. The other cases here; USER, REAL TIME,

KERNEL, and SLEEPING, maps the p ossible outgoing states from a state.

In the L TS Diagram, the initial state 0 represen ts an UNUSED priorit y .

The outgoing transitions from state 0 maps to KERNEL, REAL-TIME, and

USER priorities or resp ectiv ely the states 1, 2, and 3. These three states/pri-

orities can all b e mark ed as UNUSED again b y use of the function kill . A

USER priorit y can ascertain the SLEEPING priorit y (state 4), as a result

of the ageing concept, from whic h it can again b e set to a USER priorit y b y

P age 121 of 143



5.3 T ask Managemen t

1 T A S K _ E L E M E N T _ U N U S E D = U N U S E D ,

2 U S E R = ( u n u s e d � > U N U S E D

3 | s l e e p i n g � > S L E E P I N G ) ,

4

5 S L E E P I N G = ( u s e r � > U S E R ) ,

6

7 R E A L T I M E = ( u n u s e d � > U N U S E D ) ,

8

9 K E R N E L = ( u n u s e d � > U N U S E D ) ,

10

11 U N U S E D = ( u s e r � > U S E R

12 | r e a l t i m e � > R E A L T I M E

13 | k e r n e l � > K E R N E L) .

Co de 28: FSP Co de mo delling priorities

setting the task's priorit y to its initial priorit y .

5.3.1 Summary

In this section w e ha v e tested correctness of our task manager's design struc-

ture b y use of the L TSA to ol. Ho w ev er, b efore running these tests, w e applied

v arious use cases and tested our task manager at run time on a PC platform

(where p ossible), and R CX platform.

In the next section w e will test our semaphore again b y using the L TSA

to ol.
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L TS Diagram 4: State c hart sho wing the connection b et w een our priorities
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5.4 Concurrency

In this section w e will b e testing the correctness of our semaphores. With

the L TSA analysis to ol [MK01 ], w e will c hec k whether all semaphore states

are reac hable, and c hec k our semaphores for deadlo c ks. The L TSA analysis

to ol p erforms deadlo c k analysis b y searc hing for all bad states, i.e. states

that ha v e no outgoing transitions.

5.4.1 Safet y T est

The �rst test that w e will p erform is a safet y test using asserts to ensure that

nothing bad happ ens during execution. The most imp ortan t safet y prop ert y

is that the �nal state is correct. W e will use the L TSA to ol again to c hec k

whether our states are correct and whether the correct order of execution

is preserv ed. W e will add minor mo di�cations to our L TS mo dels, enabling

them to c hec k the correctness of the semaphores.

In 29 w e c hange the action �critical� in the pro cess mo del to conform t w o

new actions, en ter and exit. The prop ert y m utex sp eci�es when a pro cess

en ters the critical section ( p[i].en ter ). The same pro cess m ust exit the critical

section ( p[i].en ter ) b efore another pro cess can en ter.

1 / � � � � � C h e c k f o r s a f e t y � � � � � /

2 / � � � � � P r o c e s s � � � � � /

3 P R O C = ( s e m a p h o r e . l o c k e d � > e n t e r � > e x i t � >

4 s e m a p h o r e . u n l o c k e d � > P R O C ) .

5

6 p r o p e r t y M U T E X = ( p [ i : 1 . . 3 ] . e n t e r � > p [ i ] . e x i t � > M U T E X ) .

7 | | C H E C K = ( C O M P S E M A | | M U T E X ) .

Co de 29: L TSA co de for safet y mo del

When compiling the L TS, no errors w ere giv en. This means that all

pro cesses that en ters a critical section, guarded b y a semaphore, m ust exit

it b efore another pro cess can en ter. Figure 5.5 sho w the user con trolled

animation from the analyser. The safet y test v eri�es that the semaphores

do ensure m utual exclusion.
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Figure 5.5: Animated analyzer used in safet y test

5.4.2 Summary

In this section w e tested the correctness of our semaphores b y using the

analysis to ol L TSA. Our test ensured us that our semaphores do es pro vide

fail-safe m utex with m ultiple pro cesses and that no deadlo c ks can o ccur

within our designed semaphores.
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6Conclusion
The main purp ose of this pro ject has b een to learn the principles of designing

and implemen ting an OS. In our case w e c hose to implemen t an OS for the

LEGO Mindstorms Rob otic Command eXplorer.

W e will b e concluding on our analysis, design, implemen tation, and test

phases of our pro ject in this section.

Our initial am bitions for this pro ject w ere higher than our resulting end-

pro duct. W e initially discussed the idea of implemen ting an OS facilitating

the p ossibilit y of clustering sev eral LEGO Mindstorms R CXs in to a larger

scale computing platform. Ho w ev er, as the pro ject progressed, w e disco v ered

that this approac h w ould b e to o time-consuming to implemen t. Instead w e

c hose to implemen t an OS with capabilities to con trol some of the hardw are

in the R CX and pro vide an API, whic h w ould enable a user to easily write

soft w are for the R CX.

W e analysed the di�eren t t yp es of op erating systems, please see Sec-

tion 1.2.1, b efore c ho osing the t yp e of OS w e w an ted implemen t. Based on

this analysis, w e initially c hose to implemen t a real-time OS. Ho w ev er, after

analysing real-time sc heduling algorithms in Section 2.4.4, w e realised that

w e had again set our am bitions to o high. Based on these �ndings, w e c hose

to implemen t a general-purp ose op erating system. Since w e did not w an t

to en tirely disp ose our real-time am bitions, w e c hose to design and imple-

men t real-time capabilities in our op erating system b y in tro ducing real-time

priorities in Y AMOS.

The next step in dev eloping our op erating system w as to c ho ose the k er-

nel t yp e, w e w ould b e using. W e analysed the di�eren t general t yp es of

k ernels that exist in Section 2.2. W e concluded that a monolithic k ernel w as

the pruden t c hoice in our case, since w e wished to b e able to optimize our

sp eed when comm unicating with the di�eren t hardw are in the R CX. A ddi-

tionally , w e b eliev ed that w e w ould stand an easier task with implemen ting

this sp eci�c t yp e of k ernel compared with implemen ting, e.g. a micro k ernel.

This is b ecause w e w ould ha v e had to implemen t extensiv e IPC facilities to
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enable the di�eren t k ernel mo dules to comm unicate with one another and

the k ernel.

Since the basic functionalit y of a k ernel includes memory managemen t

and task managemen t, w e analysed and c hose the metho ds b y whic h w e

w ould implemen t these functions in Y AMOS in Sections 2.3 and 2.4. W e

decided to implemen t a Next Fit memory allo cation algorithm and further

dev elop a Buddy System memory manager with the exp eriences deriv ed from

implemen ting Next Fit. This w as concluded on the basis that w e w ould then

b e able to compare the t w o algorithms for e�ciency in memory use. Since

the t w o algorithms pro vides di�eren t kinds of fragmen tation, w e found it

in teresting to examine, whic h kind of fragmen tation w ould b e preferable -

in ternal or external fragmen tation. W e concluded that in ternal fragmen ta-

tion w as preferable to external fragmen tation, if the system is mean t to b e

running for longer p erio ds of time. Please visit Section 5.2 for more infor-

mation.

In Section 2.4.5 w e concluded that using a preemptiv e priorit y based al-

gorithm w ould pro vide fairness to all user tasks in the system and pro vide

go o d m ultitasking facilities. Ho w ev er, to rid the user priorit y tasks of star-

v ation issues, w e c hose to in tro duce the ageing concept, see Section 2.4.4.

Implemen ting our real-time priorit y tasks pro v ed to b e a relativ ely simple

task, since it w as only a matter of ignoring certain priorities when doing

ageing.

W e designed and implemen ted lo c king facilities in Y AMOS in the form

of binary semaphores. This decision w as bac k ed b y an analysis in tro ducing

and discussing the di�eren t kinds of existing concurrency mec hanisms in Sec-

tion 2.6. The decision to implemen t binary semaphores w as made, b ecause

w e only w an t to allo w one pro cess to en ter our critical sections at a time.

Our initial am bitions w ere to implemen t minimal IPC facilities, ho w ev er,

due to our rather restricted timing constrain ts, w e did not ha v e the time to

implemen t this feature. A design w as made, see Section 3.5, based on an

analysis describing di�eren t approac hes to pro vide this feature. Section 2.7

co v ers the analysis. Our design is based on using semaphores to pro vide these

facilities, since w e already pro vide semaphores to ensure m utual exclusion.

W e w ould ha v e to do only minimal implemen tation w ork in mo difying our

semaphores to pro vide In terpro cess Comm unication.

W e decided to implemen t virtual timers in Y AMOS, b ecause w e needed

to utilize more than one timer. Initially , w e tried to implemen t driv ers to

con trol the 8-bit timers and the 16-bit timer. Ho w ev er, despite our b est

e�orts, w e w ere unable to comm unicate successfully with the 8-bit timers.

Therefore w e ha v e only implemen ted means to comm unicate with the 16-bit

timer. Ho w ev er, since tasks using the system timer are not dep endan t on

the timer giving exact timed signals, the accuracy of the virtual timers are

not crucial. The accurazy of the timers is somewhat accurate in giving a

signal ev ery 10th ms.
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W e c hose to write our k ernel using the C programming language. This

decision w as made on the basis that using C giv es us an easy solution to

in tegrating inline assem bly co de in our k ernel, whic h allo ws us to comm u-

nicate with the hardw are or access the built-in R OM routines. Using an

ob ject-orien tated language, suc h as C++, w as another p ossibilit y , ho w ev er,

this w ould require some initial legw ork on our part. W e w ould need to im-

plemen t the new and delete op erators, since these are dep endan t on the

arc hitecture on whic h they are implemen ted. This w ould b e a relativ ely easy

task, if mallo c and free had already b een implemen ted. If try-catc h state-

men ts w ere to b e used, w e w ould ha v e to implemen t these mec hanisms to o.

Ho w ev er, in general, exception handling generates unneeded o v erhead in the

system and since our arc hitecture has limited memory , w e w ould probably

not mak e use of these facilities. [Rob02]

Our �nal implemen tation of Y AMOS features m ultitasking, memory man-

agemen t decreasing external fragmen tation (when using the Buddy System),

basic device driv ers, and static loading of user programs. T aking these fea-

tures in to consideration, and the fact that the size of our k ernel amoun ts

to appro ximately 5 kB compared to Bric kOS, whic h amoun ts to 8360 b ytes,

w e think that w e ha v e a nice pro duct. Ho w ev er, Bric kOS of course pro vides

ric her features, e.g. more driv ers. But our op erating system has the adv an-

tage of only pro viding necessary functions giving a larger user space for the

user to dev elop soft w are within.

In the test c hapter w e made tests on the Next Fit memory manager.

An allo cation and deallo cation test w as made, and b oth succeeded. Our

task manager w as tested to c hec k whether the priorities in Y AMOS are

able to deadlo c k. This test w as successful and no deadlo c k scenarios w ere

found. Both memory managers w ere then tested up against eac h other. Our

conclusion from that test w as that w e prefer the Buddy System for its in ternal

fragmen tation in precedence to external. Our last test w as done to ensure

the semaphore's correctness. The semaphore co de w as analyzed through the

L TSA to ol and the test w as successful. No deadlo c ks w ere found, and the

semaphores do ensure m utex.

W e ha v e pro vided a w ell-do cumen ted API, made with the Do xygen to ol.

Ho w ev er, w e do think that an unexp erienced programmer ma y ha v e di�-

culties in creating soft w are for Y AMOS , b ecause w e ha v e not pro vided a

ric h API, as it is the case with ChaOS and Bric kOS. On the other hand,

our op erating system is b etter suited for testing purp oses, b ecause the larger

user space pro vided b y Y AMOS giv es the opp ortunit y for dev eloping larger

and more complex soft w are.

When lo oking bac k, w e started this pro ject b y setting some goals, and w e

b eliev e w e ha v e met these. W e ha v e created an op erating system with a pri-

oritized sc heduler that can sc hedule user, k ernel and real-time priorit y tasks.

Our system is able to m ultitask and w e ha v e designed and implemen ted

semaphores that should b e able to handle all the concurrency problems and

P age 129 of 143



6.1 Putting In to P ersp ectiv e

still k eep a prioritized execution. Our API could ha v e b een made more user-

friendly , and, as previously men tioned, a unexp erienced programmer ma y

ha v e some di�culties in creating soft w are for Y AMOS.

A ccording to the F A TCOP , w e de�ned in 1.5.1, w e b eliev e that our OS

adheres to all of the p oin ts de�ned.

6.1 Putting In to P ersp ectiv e

Based on the fact that the LEGO Mindstorms R CX is an older piece of

hardw are that o�ers limited capabilities, and the fact that it is so on to b e

replaced b y LEGO's next-generation Mindstorms [LEG04 ], w e b eliev e that

a more sophisticated platform could ha v e b een c hosen.

An example could b e the Linksys WR T54G/WR T54GS router, whic h is

a fairly more adv anced platform featuring a MIPS R3000 200 MHz 16-bit

CPU. This platform has a more extensiv e instruction set, e.g. featuring a

�test-and-set� instruction (a feature the R CX lac ks), whic h could b e used

when implemen ting semaphores in an OS. Moreo v er, this router o�ers m uc h

more memory for the dev elop ers to create soft w are within.

A pro ject lik e this could also serv e in bridging the DNA course (Datamat-

og Netv ærksarkitektur), o�ered on the D A T2 semester, with the other courses

of the semester, based on the fact that this platform is based on a router and

therefore the implemen tation of TCP/IP for this router could b e considered

a pro ject as w ell.

Man y pro jects exist, where custom �rm w are has b een dev elop ed for this

platform. An example is the Op en WR T pro ject [Op e05]. This pro ject has

mo di�ed the original Linksys �rm w are source co de, whic h is released b y

Linksys. The Linksys �rm w are is a Lin ux 2.4.x based minimal distribution

that o�ers in terfaces to the router's hardw are devices. Based on this op en

source co de and the extensiv e do cumen tation o�ered for this CPU, w e think

that a pro ject for this platform could b e dev elop ed within the giv en time.
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A.1 Em ulation

As the LEGO Mindstorms comm unit y has increased sev eral R CX em ulators

ha v e b een built. In this pro ject w e ha v e used an em ulator called Bric kEm u,

whic h can b e found at h ttp://ho enic k e.ath.cx/rcx/. T o use the em ulators a

R OM image is needed, whic h most lik ely can not b e do wnloaded with the

em ulator, since it has b een cop yrigh ted b y LEGO. Em ulation of the R CX is

a h uge adv an tage when dev eloping soft w are for the R CX, since it giv es the

p ossibilit y to use existing debugging to ols. So in order to use the em ulators

w e ha v e to extract the R OM from the R CX unit. Kek oa Proudfo ot, whic h

is one of the famous R CX rev erse engineer, has presen ted a guide ab out ho w

to extract the R OM.

Ho w to Extract the R OM of the R CX

1. Get and compile the �le send.c (migh t need to b e c hanged a bit, e.g.

w e had a problem b ecause the de�nition Lin ux w as not set and thereb y

the device for the com-p ort w as not sp eci�ed)

2. Get the �rm w are �le �rm/�rm0309.lgo from the LEGO CD and c hange

the follo wing in an editor

� Replace line starting with S11396D0 with

S11396D0B2D6AEA0A CB6A7A49BB8BFD0B23CAE3055

� Replace line starting with S11396F0 with

S11396F0A998BFF0AD6AA21CAF50AABCA38899F A7E

� Replace line starting with S113BFD0 with

S113BFD06E7E001C6E76001D6B86BF C06 E7E 001E D A

� Replace line starting with S113BFE0 with

S113BFE06E76001F6B86BF C2FECB5A00A1F60000 1E
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� Replace line starting with S113BFF0 with

S113BFF06B06BF C26DF66B06BF C06DF65A00BB9AE6

3. Run '�rmdl3 �rm0309.lgo' to do wnload the mo di�ed �rm w are to the

R CX.

4. Redirect the p erl script getrom.pl in to a output �le b y t yping 'p erl

getrom.pl > rom.srec'. The path for the send �le m ust b e in the

en vironmen t's P A TH v ariable or the script m ust b e c hanged to the

extract path where to �nd send.

It probably tak es a min ute or t w o to get the R OM, but as getrom.pl �n-

ishes the rom.srec should con tain the R OM of the R CX unit in written in a

Motorola s-record format.

A.2 The H8/300 Cross Compiler

Since the Hitac hi H8/300 pro cessors ha v e a di�eren t instruction set and

b eha v e di�eren tly compared to an ordinary PC, w e ha v e to compile our co de

for the H8/300 arc hitecture. This can b e done b y using a cross compiler,

whic h is a compiler capable of compiling co de for another platform. The

follo wing steps explains ho w to install GCC as a cross compiler for the Hitac hi

H8/300 pro cessor, without o v erwriting the default GCC.

1. Do wnload the �les:

� bin utils-2.13.2.tar.bz2

� gcc-3.2.1-core.tar.bz2

� h8300-hms-gcc-3.1-1.patc h

� newlib-1.11.0.tar.gz

� gdb-5.2.1.tar.bz2

2. Extract the arc hiv es b y using �tar xjf <�lename>.bz2� or �tar xzf <�le-

name>.gz�

3. Install bin utils b y t yping:

� cd bin utils-2.13.2/

� ./con�gure �pre�x=$HOME/hitac hi �target=h8300-hms

� mak e CFLA GS=�-O2 -fomit-frame-p oin ter� all

� mak e install (m ust b e run as ro ot)

� cd ../

4. A dd $HOME/hitac hi/bin to the en vironmen t's P A TH v ariable b y t yp-

ing �exp ort P A TH=$P A TH:$HOME/hitac hi/bin�
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5. Install the compiler b y t yping:

� cd gcc-3.2.1-core/

� ln -s ../newlib-1.11.0/newlib .

� patc h -p1 < ../h8300-hms-gcc-3.1-1.patc h

� ./con�gure �pre�x=$HOME/hitac hi �target=h8300-hms �enable-

languages=�c c++� �with-newlib

� mak e CFLA GS=�-O2 -fomit-frame-p oin ter� all

� mak e install (m ust b e run as ro ot)

6. Install the debugger:

� cd gdb-5.2.1/

� ./con�gure �pre�x=$HOME/hitac hi �target=h8300-hms

� mak e CFLA GS=�-O2 -fomit-frame-p oin ter� all

� mak e install (m ust b e run as ro ot)

A.3 Debugging with DDD and Bric kEm u

As the complexit y and size of a program increases, �nding bugs and w eak-

nesses gets increasingly more di�cult. Of course, it is p ossible to trac k do wn

bugs b y use the R CX' LCD as a windo w to visualize what happ ens at pro-

gram execution. But this w a y of debugging is far b ey ond con v enien t. In this

section w e will describ e, ho w one can use the GDB, the GNU-debugger and

DDD the Data Displa y Debugger along with the R CX-em ulator Bric kEm u

to �nd anomalies and bugs in soft w are written for the R CX.

A.3.1 Prerequisites

Before w e start debugging, a few to ols are required. First, w e need the GNU-

debugger (short gdb) to b e compiled for the H8/300. Section A.2 describ es

ho w to do this.

DDD is hop efully a v ailable in y our Lin ux-distributions pac k et-system.

F or a Debian-based distribution, just t yp e �apt-get install ddd� as ro ot and

y ou will ha v e DDD installed on y our system in a ji�y .

Getting Bric kEm u is not a problem, but y ou ha v e to do wnload it at

�h ttp://ho enic k e.ath.cx/rcx/�. After that, get an image of y our R CX's R OM

as describ ed in Section A.1 and cop y the image in to the directory where y ou

unpac k ed the Bric kEm u. T o get Bric kEm u to w ork with our mak e�les and

y our p ersonal installation settings, y ou migh t w an t to patc h Bric kEm u a bit.

� gdb for h8300
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� DDD

� Bric kEm u with patc h

A.3.2 Step b y Step Instructions

1. Compile with -g

2. Start em u, write do wn the debug p ort (e.g. 34421)

3. Load the �rm w are

4. File->Debug

5. (gdb) target remote lo calhost:34421

6. Set y our breakp oin ts

7. Press con t.

8. Reset Bric kEm u

9. V oilà!
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B.1 Buddy System Pseudo Co de

The pseudo co de for mallo c in our h ybrid of the Binary Buddy System is

a v ailable in Co de 30. The asso ciated pseudo co de for free is a v ailable in

Co de 31. The co de listings force us to b end our co de st yle a couple of

places, please coun t that out.
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B.1 Buddy System Pseudo Co de

1 f u n c t i o n m a l l o c ( s i z e )

2 {

3 i f ( a l l o c a t i o n T a b l e I s F u l l ) r e t u r n N U L L

4

5 D e t e r m i n e w h i c h b l o c k s i z e t o u s e b y r o u n d i n g u p t o t h e

6 n e a r e s t p e r m i t t e d b l o c k s i z e .

7

8 I f t h e f r e e l i s t r e s p o n s i b l e f o r t h e c h o s e n b l o c k s i z e i s

9 e m p t y , l o o k a t t h e f r e e l i s t r e s p o n s i b l e f o r t h e s e c o n d

10 l a r g e s t b l o c k s i z e ( a g r e a t e r b l o c k s i z e t h a n t h e c u r r e n t

11 b l o c k s i z e ) . C o n t i n u e i n t h i s w a y ( a g a i n l o o k i n g i n t h e

12 f r e e l i s t r e s p o n s i b l e f o r t h e s e c o n d l a r g e s t b l o c k s i z e ,

13 b a s e d o n t h e c u r r e n t b l o c k s i z e ) u n t i l a n o n � e m p t y

14 f r e e l i s t i s f o u n d . T h i s l o o p i s k n o w n a s l o o p X i n t h e

15 f o l l o w i n g .

16

17 I f l o o p X r e a c h e d b e y o n d t h e l a r g e s t p e r m i t t e d b l o c k s i z e

18 t h e n r e t u r n N U L L .

19

20 I f l o o p X d i d n o t r u n e v e n a s i n g l e p a s s ( b e c a u s e t h e

21 f r e e l i s t r e s p o n s i b l e f o r t h e c h o s e n b l o c k s i z e i s

22 n o n � e m p t y ) , t h e f o l l o w i n g a l l o c a t i o n p r o c e s s o c c u r :

23

24 1 . A d d a n e n t r y t o t h e a l l o c a t i o n t a b l e w i t h d a t a f r o m

25 t h e f i r s t e l e m e n t i n t h e f r e e l i s t .

26 2 . A d d t h e f i r s t e l e m e n t i n t h e f r e e l i s t t o t h e l i s t o f

27 u n u s e d e l e m e n t s .

28 3 . R e m o v e t h e f i r s t e l e m e n t i n t h e f r e e l i s t .

29 4 . U p d a t e t h e g l o b a l v a r i a b l e i n d i c a t i n g t h e a m o u n t o f

30 f r e e m e m o r y .

31 5 . R e t u r n t h e a d d r e s s o f t h e a l l o c a t e d b l o c k .

32

33 I f t h i s p o i n t i s r e a c h e d , t h e p r o c e s s o f s p l i t t i n g

34 b l o c k s / e l e m e n t s i s i n i t i a t e d . T h e f r e e l i s t r e a c h e d b y

35 l o o p X i s n o n � e m p t y , a n d t h e f i r s t e l e m e n t o f t h a t

36 f r e e l i s t i s b a s i s f o r t h e f o l l o w i n g :

37

38 1 . I n s e r t a n e l e m e n t f r o m t h e l i s t o f u n u s e d e l e m e n t s

39 i n t o t h e f r e e l i s t b e n e a t h t h e c u r r e n t f r e e l i s t . T h e

40 " f r e e l i s t b e n e a t h t h e c u r r e n t f r e e l i s t " d e n o t e s t h e

41 f r e e l i s t w i t h a b l o c k s i z e l e s s t h a n t h e b l o c k s i z e

42 o f t h e c u r r e n t f r e e l i s t ( t h e b l o c k s i z e o f t h i s

43 f r e e l i s t m u s t a l s o l i e a s c l o s e a s p o s s i b l e t o t h e

44 b l o c k s i z e o f t h e c u r r e n t f r e e l i s t ) .

45 2 . R e m o v e t h e e l e m e n t f r o m t h e l i s t o f u n u s e d e l e m e n t s .

46 3 . C o p y t h e p o i n t e r ( n o t t h e n e x t � p o i n t e r b u t t h e o n e

47 t h a t p o i n t s i n t o r e a l m e m o r y ) i n s i d e t h e f i r s t

48 e l e m e n t i n t h e c u r r e n t f r e e l i s t t o t h e n e w e l e m e n t

49 " c r e a t e d " i n i t e m 1 .

50 4 . I n s t e a d o f a s k i n g t h e l i s t o f u n u s e d e l e m e n t s f o r

51 a n o t h e r e l e m e n t , w e r e c y c l e t h e e l e m e n t w e a r e

52 s p l i t t i n g . T h e e l e m e n t i s a d d e d t o t h e f r e e l i s t

53 b e n e a t h t h e c u r r e n t f r e e l i s t a f t e r t h e f i r s t

54 e l e m e n t . N o w t h a t f r e e l i s t c o n t a i n s t w o e l e m e n t s .
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1 5 . T h e p o i n t e r i n s i d e t h e s e c o n d e l e m e n t i n t h e

2 f r e e l i s t ( t h e e l e m e n t t h a t w a s i n s e r t e d i n i t e m 4 ,

3 c o n s e q u e n t l y w e r e f e r t o t h e f r e e l i s t b e n e a t h t h e

4 c u r r e n t f r e e l i s t i n t h i s i t e m ) i s a s s i g n e d t o a n e w

5 v a l u e . I t i s c a l c u l a t e d b y a d d i n g t h e p o i n t e r i n s i d e

6 t h e f i r s t e l e m e n t a n d t h e b l o c k s i z e o f t h e

7 f r e e l i s t .

8 6 . U p d a t e t h e g l o b a l v a r i a b l e i n d i c a t i n g t h e a m o u n t o f

9 f r e e m e m o r y . T h i s v a l u e s h o u l d n o t c h a n g e , b e c a u s e

10 w e a r e o n l y s p l i t t i n g a b l o c k . I t d o e s c h a n g e ,

11 h o w e v e r , d u e t o r o u n d i n g i n t h e b l o c k s i z e s .

12 7 . I f t h e c u r r e n t f r e e l i s t h a s t h e b l o c k s i z e t h a t i s

13 s u i t a b l e f o r a l l o c a t i o n t h e n j u m p t o i t e m 1 i n t h e

14 p r o c e s s o f a l l o c a t i o n ( t h e f i r s t i t e m i n t h i s p s e u d o

15 c o d e , w h i c h w a s a s s i g n e d n u m b e r 1 ) . W h e t h e r t h e

16 b l o c k s i z e i s s u i t a b l e i s d e t e r m i n e d b y c o m p a r i n g

17 t h e b l o c k s i z e o f t h e c u r r e n t f r e e l i s t w i t h t h e

18 b l o c k s i z e i n i t i a l l y c a l c u l a t e d i n t h i s p s e u d o c o d e

19 ( s e e t h e s e c o n d p a r a g r a p h i n t h i s f u n c t i o n ) .

20 8 . C h a n g e t h e " c u r r e n t f r e e l i s t " t o t h e f r e e l i s t

21 b e n e a t h t h e c u r r e n t f r e e l i s t , i . e . t h e l a t t e r

22 f r e e l i s t i s now c o n s i d e r e d t o b e t h e c u r r e n t .

23 9 . J u m p t o i t e m 1 i n t h e p r o c e s s o f b l o c k s p l i t t i n g

24 ( t h i s p r o c e s s ) .

25 }

Co de 30: Pseudo co de for the implemen ted Buddy System's mallo c function
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B.1 Buddy System Pseudo Co de

1 f u n c t i o n f r e e ( p o i n t e r t o a n a l l o c a t e d m e m o r y b l o c k )

2 {

3 F i n d t h e b l o c k i n t h e a l l o c a t i o n t a b l e b y c o m p a r i n g t h e

4 i n p u t t e d p o i n t e r w i t h t h e p o i n t e r i n e v e r y e n t r y .

5

6 I f t h e b l o c k i s f o u n d t h e n p r o c e e d , o t h e r w i s e r e t u r n .

7

8 C o m p a r e t h e PID o f t h e c a l l i n g p r o c e s s w i t h t h e PID i n

9 t h e a l l o c a t i o n t a b l e . I f t h e c a l l i n g p r o c e s s o w n s t h e

10 m e m o r y b l o c k t h e n p r o c e e d , o t h e r w i s e r e t u r n .

11

12 F i n d t h e f r e e l i s t , w h i c h t h e b l o c k s h o u l d b e i n s e r t e d

13 i n t o , b y c o m p a r i n g t h e b l o c k s i z e f o u n d i n t h e a l l o c a t i o n

14 t a b l e w i t h t h e b l o c k s i z e o f e v e r y f r e e l i s t u n t i l a m a t c h

15 o c c u r s . T h i s f r e e l i s t i s now t h e " c u r r e n t " f r e e l i s t .

16

17 I n s e r t t h e b l o c k i n t o t h e c u r r e n t f r e e l i s t b y c a l l i n g

18 i n s e r t I n t o F r e e l i s t ( ) . I n f o r m a t i o n a b o u t t h e i n s e r t i o n i s

19 h a n d e d b a c k u s i n g c a l l � b y � r e f e r e n c e . T h i s i n f o r m a t i o n i s

20 u s e d i n t h e f o l l o w i n g n e i g h b o u r t e s t s .

21

22 d o {

23 c o a l e s c i n g H a s B e e n D o n e = f a l s e ;

24 i f ( l e f t N e i g h b o u r E x i s t s ) {

25 i f ( t h e L e f t N e i g h b o u r I s T h e F i r s t E l e m e n t I n T h e F r e e l i s t ) {

26 i f ( m a y B e C o a l e s c e d ( i n d e x T o T h e C u r r e n t F r e e l i s t ,

27 a d d r e s s P o i n t e r I n T h e F i r s t E l e m e n t I n T h e F r e e l i s t ) ) {

28 C o a l e s c e t h e f i r s t a n d t h e s e c o n d e l e m e n t i n t h e

29 c u r r e n t f r e e l i s t i n t o a n e w b l o c k i n t h e f r e e l i s t

30 a b o v e t h e c u r r e n t f r e e l i s t . T h e " f r e e l i s t a b o v e

31 c u r r e n t f r e e l i s t " d e n o t e s t h e f r e e l i s t w i t h a

32 b l o c k s i z e g r e a t e r t h a n t h e b l o c k s i z e o f t h e

33 c u r r e n t f r e e l i s t ( t h e b l o c k s i z e o f t h i s f r e e l i s t

34 m u s t a l s o l i e a s c l o s e a s p o s s i b l e t o t h e b l o c k

35 s i z e o f t h e c u r r e n t f r e e l i s t ) . T h i s o p e r a t i o n

36 c a l l s i n s e r t I n t o F r e e l i s t ( ) a n d t h e r e b y g e n e r a t e s

37 n e w i n s e r t i o n i n f o r m a t i o n , w h i c h w i l l b e

38 c o n s i d e r e d i n t h e n e x t p a s s o f t h i s d o � w h i l e

39 l o o p .

40 c o a l e s c i n g H a s B e e n D o n e = t r u e ;

41 }

42 } e l s e {

43 i f ( m a y B e C o a l e s c e d ( i n d e x T o T h e C u r r e n t F r e e l i s t ,

44 a d d r e s s P o i n t e r I n T h e L e f t N e i g h b o u r ) ) {

45 C o a l e s c e t h e l e f t n e i g h b o u r a n d t h e i n s e r t e d

46 b l o c k i n t o a n e w b l o c k i n t h e f r e e l i s t a b o v e t h e

47 c u r r e n t f r e e l i s t .

48 c o a l e s c i n g H a s B e e n D o n e = t r u e ;

49 }

50 }

51 }
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1 i f ( ! c o a l e s c i n g H a s B e e n D o n e & & r i g h t N e i g h b o u r E x i s t s ) {

2 i f ( l e f t N e i g h b o u r E x i s t s ) {

3 i f ( t h e L e f t N e i g h b o u r I s T h e F i r s t E l e m e n t I n T h e F r e e l i s t ) {

4 i f ( m a y B e C o a l e s c e d ( i n d e x T o T h e C u r r e n t F r e e l i s t ,

5 a d d r e s s P o i n t e r I n T h e S e c o n d E l e m e n t I n T h e F r e e l i s t ) ) {

6 C o a l e s c e t h e s e c o n d a n d t h e t h i r d e l e m e n t i n

7 t h e c u r r e n t f r e e l i s t i n t o a n e w b l o c k i n t h e

8 f r e e l i s t a b o v e t h e c u r r e n t f r e e l i s t .

9 c o a l e s c i n g H a s B e e n D o n e = t r u e ;

10 }

11 } e l s e {

12 i f ( m a y B e C o a l e s c e d ( i n d e x T o T h e C u r r e n t F r e e l i s t ,

13 a d d r e s s P o i n t e r I n T h e I n s e r t e d B l o c k ) ) {

14 C o a l e s c e t h e i n s e r t e d b l o c k a n d t h e r i g h t

15 n e i g h b o u r i n t o a n e w b l o c k i n t h e f r e e l i s t

16 a b o v e t h e c u r r e n t f r e e l i s t .

17 c o a l e s c i n g H a s B e e n D o n e = t r u e ;

18 }

19 }

20 } e l s e {

21 i f ( m a y B e C o a l e s c e d ( i n d e x T o T h e C u r r e n t F r e e l i s t ,

22 a d d r e s s P o i n t e r I n T h e F i r s t E l e m e n t I n T h e F r e e l i s t ) ) {

23 C o a l e s c e t h e f i r s t a n d t h e s e c o n d e l e m e n t i n t h e

24 c u r r e n t f r e e l i s t i n t o a n e w b l o c k i n t h e f r e e l i s t

25 a b o v e t h e c u r r e n t f r e e l i s t . T h e i n s e r t e d b l o c k

26 ( i n s e r t e d b e f o r e o r d u r i n g t h e l a s t p a s s o f t h i s

27 d o � w h i l e l o o p ) m u s t b e t h e f i r s t e l e m e n t i n t h e

28 c u r r e n t f r e e l i s t , b e c a u s e n o l e f t n e i g h b o u r

29 e x i s t s .

30 c o a l e s c i n g H a s B e e n D o n e = t r u e ;

31 }

32 }

33 }

34 i f ( c o a l e s c i n g H a s B e e n D o n e ) {

35 S u b t r a c t t w o t i m e s t h e b l o c k s i z e o f t h e c u r r e n t

36 f r e e l i s t f r o m t h e g l o b a l v a r i a b l e t h a t i n d i c a t e s t h e

37 a m o u n t o f f r e e m e m o r y . T h e f u n c t i o n

38 i n s e r t I n t o F r e e l i s t ( ) t a k e s c a r e o f i n c r e m e n t i n g t h e

39 v a r i a b l e , w h e n i t i n s e r t s a n e w e l e m e n t i n t o a

40 f r e e l i s t . T h e v a r i a b l e s h o u l d n o t c h a n g e , w h e n t h e

41 a d d a n d s u b t r a c t o p e r a t i o n s a r e d o n e , b u t b e c a u s e o f

42 r o u n d i n g i n t h e b l o c k s i z e s i t d o e s . H e n c e t h e

43 o p e r a t i o n s a r e n e c e s s a r y t o m a i n t a i n a c o r r e c t v a l u e

44 f o r t h e a m o u n t o f f r e e m e m o r y .

45 }

46 } w h i l e ( c o a l e s c i n g H a s B e e n D o n e ) ;

47

48 R e m o v e t h e b l o c k f r o m t h e a l l o c a t i o n t a b l e b y o v e r w r i t i n g

49 i t s e n t r y w i t h d a t a f r o m t h e l a s t , u s e d e n t r y i n t h e

50 t a b l e . D e c r e m e n t t h e g l o b a l v a r i a b l e i n d i c a t i n g t h e

51 n u m b e r o f u s e d e n t r i e s i n t h e a l l o c a t i o n t a b l e b y 1 .

52 }

Co de 31: Pseudo co de for the implemen ted Buddy System's free function
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